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Abstract

This position paper presents a framework for helping us think about moving towards automatic change propagation
for software engineering artefacts. Beginning with the notion of traceability, we offer a categorisation that includes
two dimensions of change propagation - that of notification, and that of implementing the actions arising from
notification. Using this categorisation, we then introduce the abstract idea of value derived from change propagation
and use artefact granularity as a further parameter to help us explore issues therein. Finally, as well as balancing our
discussions of value with considerations of cost, we briefly describe an ongoing EU funded project called OPHELIA
that intends to adopt this framework as a vehicle for moving towards synchronisation in a distributed, heterogeneous
development environment.

1. Introduction

Traceability, in the context of software engineering, is
defined as the ability to trace the life of an artefact
developed during the software lifecycle from its inception
to its use [1]. Here, artefacts could be requirements, code,
models, reports, plans, etc. This notion affords at least two
opportunities: firstly, human stakeholders and other
artefacts in a project can be notified about changes to an
artefact during its lifecycle; and secondly, inter-artefact
notifications can be propagated and result in
synchronisation.

By synchronisation we mean the process through which
we co-ordinate and implement the adjustment,
reconciliation, harmonisation or bringing together of two
artefacts that are connected but have somehow become
inconsistent. For the moment, our definition ignores any
temporal considerations.

There is some limited tool support for synchronisation.
An example of where the inter-artefact association
information has been applied in the context of software
facilitated change propagation is forward and reverse
(round-trip) engineering. Rational’s XDE tool [2] claims
that the user can synchronise a UML model with code –
any change to a UML model results in the automatic
update of the code that is related to that model, and vice
versa.

In addition, much of the salient work in the literature
focuses on tracing associations between explicit
requirements, for example [3]. Such work assumes the
primacy of requirements in the hierarchy of artefact
genres. Yet, in the context of software engineering, we
believe that there are frequent occasions where implicit
requirements quickly become enshrined in other artefacts
during the development lifecycle and that the initial set of
explicit requirements quickly falls into disuse, never to be
re-visited, after implementation has begun. The result is
that there is no artefact hierarchy and that a change to any
artefact is equally worthy of note, since that artefact may
realise a vital (although implicit) requirement. This issue
is of particular relevance to legacy system reengineering
and maintenance per se [4].

Having advocated an egalitarian and unbiased
treatment of project artefacts, we consequently believe
that the scope for change propagation is much greater than
that derived from requirements alone. For example, a
transient bug report might be relevant to a test report,
some code artefact, the project's plan and a class model,
but have no bearing on explicit requirements, a user
manual, any use cases or a particular sequence diagram.

However, inter-artefact change propagation is
dependent on the artefacts existing with some form of
integrated development environment. Towards the end of
this paper we briefly present one such environment that is



being developed as part of an ongoing EU funded project
called OPHELIA.

2. The Framework

Let us first assume that there are two dimensions
(continua) to change propagation. Firstly, there is the
notion that relationships between users/roles/artefacts and
other users/roles/artefacts can be created manually or
automatically. Secondly, we can implement the actions
that are necessary after a notification either manually or
automatically. To enrich the picture further, we can
imagine that some value (an abstract concept at this stage)
can be gained from traceability and that that value may be
a function of these two dimensions and the granularity at
which the project's artefacts exist.

By granularity we mean the size of the sub-units of an
artefact under consideration in some context. Another way
of looking the term would involve considering that sub-
unit's level of detail. Low (coarse) granularity would
imply that the whole artefact has few sub-units, while high
(fine) granularity would result in a relatively large
number. Bordeleau [5], for instance, has already pursued
fine-grained traceability in some detail.

Diagrammatically, Figure 1 shows our two dimensional
view of change propagation. Mapping the numbered
quarters from Figure 1 onto the numbers given on the
right-hand side of Figure 2, we can see a theoretical, non-
dimensional, not-to-scale representation of how value
might change with granularity. We can also see how value
changes as the type/degree of automation changes.
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Figure 1. A categorisation for the dimensions of
change propagation

With respect to Figure 2, the granularity limit
"Maximum" represents the finite nature of this measure.
For example, we could imagine a UML model ranging
from a low granularity (perhaps zero) if we were only
notified that something had changed somewhere in the
entire model that makes up a project. On the other hand,
high granularity might be achieved if we could expose (for
instance) a specific change to the argument of a method of
a class in a class diagram of some component of a project.
This extreme case might constitute an arbitrary limit we
have labelled in the figure as "Maximum". Another high
granularity extreme might be one single character in the
narrative of a user manual being exposed as a separate
artefact.

However, we have proposed a "Saturation Point" in
Figure 2 as well. This may or may not be coincident with
the maximum and represents the degree of granularity
beyond which there is no value to be gained. An example
might be - there is no value in notifying a class diagram
that a logical operator has changed in a conditional
statement of a method that happens to be mentioned in
that class diagram. But there is value in notifying the
diagram if the method's type changes in the code. The
saturation point would therefore exist somewhere between
these two situations.
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Figure 2 - The value derived from automation
versus the granularity of the artefacts in the

environment

This notion of saturation partly explains the maxima
that can be seen in the numbered loci of Figure 2- but only
partly.



With reference to Figure 1, the value of locus one
initially increases as the precision with which notifications
are generated is improved. Eventually the value decreases
as the granularity, and hence number, of artefacts that
need to be manually manipulated becomes too much for
the user to manage. With such cognitive overload,
notification might be ignored, errors are introduced in
creating notification relationships and errors happen in
trying to understand and implement large volumes of such
notifications.

For locus two, the user is assisted by having the
notification relationships automatically set-up and
maintained by the environment. Whilst the risk of missing
important, and creating erroneous, relationships is now
removed, the problem of ignoring, interpreting and
actioning notifications remains. As a result, the overall
value is improved compared with locus one and the decay
is less pronounced as granularity increases.

Locus three represents the case where there is no
automation of relationship generation, but the
implementation of the actions arising from notification is
automated. Since the considerable effort involved with
synchronising artefacts has been neutralised, we propose
that the value of such a scenario is higher than that for
locus two. However, the cognitive overload, again brought
about by increasing granularity, still implies that value
will fall away eventually.

Locus four, on the other hand, combines the automatic
aspects of notification sign-up and implementation of the
necessary actions. Here we see no decay of value at higher
levels of granularity since the aforementioned human
frailties have been removed from the process.

However, there is another consideration to add to the
discussion, namely cost - the antithesis of value. We could
hypothesise that, as the degree of automation (of whatever
flavour) increases, so does the cost. At some point the cost
rises against an asymptote indicating that there is another
finite boundary within the framework - a boundary beyond
which there is no net value in pursuing automation
opportunities. Cost could also be plotted against
granularity to similar effect. Again, cost is an abstract
term at this stage.

3. The OPHELIA project and the role of
traceability

The OPHELIA project [6][7][8][9] is an EU funded
initiative that aims to develop a platform to support
software engineering in a distributed environment. Central
to this aim is the integration of plugable, heterogeneous
tools. The OPHELIA approach to traceability exists
firmly in quarter 1 of Figure 1 and considers all the
artefacts of the software development lifecycle, providing
a mechanism to create and maintain relationships between

these artefacts. These associations can be tracked between
any given artefacts at any one time and are always
consistent. This has been difficult to achieve in the past
for the following reasons:

•  Tools from different vendors are usually closed
applications with no possibility of integration
with other tools.

•  New elements of the project, and at least some of
the associations between these elements, would
have to be automatically added to the traceability
graph in order to maintain consistency.

•  A physical repository of relationships must hold
references to artefacts in proprietary tools'
databases.

•  Tools are needed to utilise and manage the
relations between project artefacts (e.g.
visualization of the traceability graph, change
notification and integrity of relationships).

As discussed previously, one potential use of the
traceability relations is automated change propagation.
The novelty of the OPHELIA solution is that the entire
project becomes the scope for traceability rather than a
more restrictive sub-set as is the case with existing
solutions.

4. Conclusions and Future Work

Fully realised, quarters 2, 3 and 4 of Figure 1 represent
utopian (perhaps nonsensical) ideals, yet they provide a
framework to help us discuss the issues of automated
change propagation that build on traceability. Indeed,
Domges and Pohl [10] state that capturing all traces in not
desirable or feasible, particularly when considering cost.
In reality, and certainly in the short and medium term, the
best we would expect would be limited, well-bounded
implementations of some elements of automation that take
us closer to such ideals. However, in the short term, we
should see increased uptake of tool support in quarter 1
for an increasing number of project artefacts throughout
the lifecycle. The OPHELIA project is an example of an
attempt at quarter 1 tool support.

One question (of many) that arises from this discussion
then is; how do we determine the level of granularity that
will maximise the net value of automating artefact
synchronisation? There is no easy answer to this, but two
distinct research avenues are apparent. Firstly, process
analysis and usability testing with representative
participants on live projects would provide useful insights.
For instance, Egyed [4] has already suggested analysis of
user-derived scenarios of use to highlight likely
traceability relations. He has also noted the socio-political
forces that arise from traceability; namely the trust users
have in such relationships. Furthermore, Jarke [11] has



highlighted another manifestation of trust in as far as users
may fear that traces may be used against them.

The second research opportunities arise from invoking
formal methods to explore the sorts of relationships,
boundary conditions and implementations that yield
valueful automation opportunities and, potentially, rule
out options that are intractable, deceptive or costly. In
fact, such research might not only give insight into
appropriate levels of granularity, but also highlight how
we should implement our two types of automation.

5. Acknowledgements

The authors are grateful to the European Union for
support under the Framework 5 IST programme (IST-
2000-28402 and IST-2000-28402D). We are also grateful
for the support of our other consortium partners: Azertia,
Spain; Gutura, Germany; ICCC, Czech Republic; Omega,
Italy.

6. References

[1] Ramesh, B, “Process knowledge management with
traceability”, IEEE Software, Volume19, Issue 3, IEEE
Computer Society , May-June 2002, pp. 50-52

[2] Rational XDE,
http://www.rational.com/products/xde/index.jsp

[3] Ramesh, B, "Factors Influencing Requirements Traceability
Practice", Communications of the ACM, (December 1998),
Vol.41, No.12, pp. 37-44

[4] Egyed, A. “A Scenario-Driven Approach to Traceability,”
Proceedings of the 23rd International Conference on Software
Engineering (ICSE), Toronto, Canada, May 2001, pp. 123-132

[5] Bordeleau, F. "A Systematic and Traceable Progression
from Scenario Models to Communicating Hierarchical Finite
State Machines", Ph.D. thesis, School of Computer Science,
Carleton University, Ottawa, Canada. 1999.

[6] OPHELIA Project WWW site, http://www.opheliadev.org

[7] Hapke, M. et al, “OPHELIA – Open platform and
methodologies for development tools integration in a distributed
environment”. In Proceedings of the 3rd National Conference
on Software Engineering, Otwock/Warsaw, pp. 189-198. 2001

[8] P.A. Wilcox, M.J. Smith, A.D. Smith, R.J. Pooley, L.M.
MacKinnon, R.G. Dewar, “OPHELIA: An architecture to
facilitate software engineering in a distributed environment”,
accepted for ICSSEA 2002, Paris (December).

[9] R.G.Dewar, L.M. MacKinnon, R.J. Pooley, A.D. Smith,
M.J.Smith, P.A. Wilcox, “The Ophelia Project: Supporting
Software Development in a Distributed Environment”, accepted
for IADIS International WWW/Internet 2002 Conference,
Lisbon (November).

[10] R. Domges, K. Pohl. "Adapting Traceability Environments
to Project-Specific Needs", Communications of the ACM. Vol.
41, No. 2, December 1998.

[11] Jarke, M, "Requirements Tracing", Communications of the
ACM, (December 1998), Vol.41, No.12, pp.32-36.


