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Abstract

System E is a recently designed type system for the λ-
calculus with intersection types and expansion variables.
During automatic type inference, expansion variables allow
postponing decisions about which non-syntax-driven typing
rules to use until the right information is available and al-
low the choices to be implemented via substitution.

This paper shows how expansion variables enable a
unification-based automatic type inference algorithm for
System E that finds a typing for every β-normalizable λ-
term. We have implemented and tested our algorithm and
made our implementation publicly available. We show that
each step of our unification algorithm corresponds to ex-
actly one β-reduction step, and vice versa. This formally
verifies and makes precise a correspondence between type
inference and β-reduction that before was only known infor-
mally at an intuitive level and only among those who work
with intersection types.

1 Discussion

This report is intended to be part of a DART project de-
liverable and reports on work done as of 2003-12-31. We
expect to do some further work and to make available early
in 2004 an extended and revised version of this document.

1.1 Background and Motivation

1.1.1 Types for Programs and Type Inference

Types have been used extensively to analyze computer pro-
gram properties without executing the programs. This has
been used for purposes such as detecting programming er-
rors, enforcing abstract inter-module interfaces, supplying

information to compiler optimization phases, and enforcing
security properties.

In the type assignment style, a type system associates
each untyped (not containing type annotations) term (e.g.,
computer program fragment) with 0 or more typings, where
each typing is a pair of a result type and a type environment
for free variables. Type inference is the problem of deciding
whether an untyped term can be assigned a typing. Type
inference is very useful to programmers, because it relieves
them from having to manually supply the types, while still
providing the benefits of types.

Type inference algorithms are generally based on some
form of constraint solving, often a form of unification.
Unification-based type inference algorithms are usually
somewhat easy to understand and can often be implemented
efficiently.

1.1.2 Intersection Types

Intersection types were introduced for the λ-calculus by
Coppo and Dezani [5] and independently by Pottinger [23].
In both cases, a major motivation was the natural correspon-
dence between β-reduction in the λ-calculus and intersec-
tion types, which makes these systems well suited for ana-
lyzing properties of functional programs.

Intersection type systems have been developed for many
different kinds of program analysis (e.g., flow [1], strict-
ness [15], dead-code [10, 7], and totality [4]) that can be
used to justify compiler optimizations that produce bet-
ter machine code. Intersection type systems seem to have
the potential of providing a general flexible framework for
many program analyses.

In most systems with intersection types, every typable
term has a principal typing [29], a typing that is stronger
than all other typings that can be assigned to that term. Prin-
cipal typings improve the possibilities of doing analysis in-
crementally and minimizing the cost of reanalysis after a
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program is modified.

1.1.3 Type Inference for Intersection Types

The first type inference algorithms for systems with inter-
section types were provided by Coppo, Dezani and Ven-
neri [6], and Ronchi della Rocca and Venneri [25]. These
algorithms give principal typings for β-normal forms only,
and it is separately proven that a principal typing for a
term’s β-normal form is also principal for the term. Ar-
bitrary terms need to be reduced to β-normal form before
finding types for them, which makes this approach unattrac-
tive. Another disadvantage of this approach is that the
method used to show that the principal typings are indeed
strongest involve using various operations such as substitu-
tion, expansion, and lifting. In particular, these older def-
initions of expansion are very complicated and difficult to
understand and implement.

The first unification-based type inference algorithm for
the full system of intersection types was given by Ronchi
della Rocca [24]. Ronchi’s algorithm yields principal typ-
ings when it succeeds. Because typability for the full sys-
tem is undecidable, the type inference algorithm is of course
sometimes non-terminating; a restriction on the height of
types was used to give a terminating algorithm. Because
this algorithm uses the older, complicated notion of expan-
sion, this work is very difficult to exploit.

1.1.4 Rank-2 Intersection Types

Leivant [22] introduced rank-2 intersection types and first
remarked that they are similar in typing power to the well
known Hindley/Milner type system, which is now used
in languages such as SML, OCaml and Haskell. Later
work showed that systems with rank-2 intersection types are
strictly more powerful than Hindley/Milner.

The first unification-based type inference algorithm for
a system with rank-2 intersection types was given by van
Bakel [27]. Later work by Jim [16] studied extensions of
rank-2 intersection types system with practical features of
programming languages and pointed out the importance of
principal typings.

Recent work on type inference by Damiani furthered
Jim’s work on rank-2 intersection types. In one paper [8],
Damiani adds support for conditionals and letrec (mutu-
ally recursive bindings) as well as support for a let-binding
mechanism which effectively adds some of the power of one
more rank to obtain some of the expressiveness of rank-3 in-
tersection types. In another paper [9], Damiani looks at the
problem of symmetric linking of mixin modules. The limi-
tation to rank-2 intersection types prevents fully exploiting
the potential of intersection types for analyzing programs to
an arbitrary degree of precision.

1.1.5 Expansion Variables

System I [19, 21] was the first type system with intersection
types with a practical algorithm for type inference for the
full system beyond rank 2. The key new features of System I
were the use of expansion variables and the integration of
expansion and substitution into a single operation; together,
these features vastly simplified the concept of expansion.

System I unfortunately has several technical limitations.
The substitution operation (which contains expansion) has a
built-in notion of renaming of type and expansion variables
(needed for type inference to be complete) that prevents
composition of substitutions from existing. An awkward
work around for this problem called safe composition was
developed, but safe composition is difficult to understand
and people were prone to making errors when working with
it. System I also has other technical limitations such as
non-associative and non-commutative intersections and no
weakening; together, these limitations prevent it from hav-
ing subject reduction.

The recently developed System E [3] improves in a num-
ber of ways over its predecessor System I. In contradic-
tion to van Bakel’s guidance that intersection type systems
should be as lean as possible [28], System E has no restric-
tions on where expansion variables (and therefore also inter-
section type constructors) can be used. Flexible placement
of expansion variables made it possible to design System E
so that expansion variables establish namespaces. In turn,
this allowed substantially simplifying the method by which
expansion and substitution are integrated in System E. In
particular, it was possible to remove the automatic built-in
fresh-renaming done during expansion in System I. As a re-
sult, substitution and expansion in System E are more robust
than they are in System I and composition works for both
substitutions and expansions. These improvements make
it much simpler to design type inference methods for Sys-
tem E, leading to the new results given in this paper.

1.2 Summary of Contributions

This paper presents a unification-based automatic type
inference algorithm for System E that finds a typing for ev-
ery β-normalizable λ-term. This algorithm needs only the
!-free fragment of System E and only uses 4 distinct vari-
ables (3 expansion variables and 1 regular type variable).

Furthermore, as part of the proof, we show that each step
of our unification algorithm corresponds to exactly one β-
reduction step, and vice versa, by giving a readback algo-
rithm that is able to reconstruct a λ-term from the remaining
unsolved constraints at every step during the first phase of
unification. This exact correspondence allows us to give a
very simple strategy such that the type inference algorithm
finds a typing for every β-normalizable λ-term. The se-
quences of expansion variables on top of unsolved type con-
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straints correspond exactly to paths in the reduced λ-term,
making it easy to identify the constraint corresponding to
the leftmost-outermost redex. This allows us to ensure that
our algorithm finds typings for every β-normalizable λ-
term.

The correspondence we show in this paper demonstrates
that type inference for intersection types can have the effect
of partially evaluating a program. In effect, a type infer-
ence algorithm can do, at the level of unification of types,
the equivalent of any amount of β-reduction of the term be-
ing analyzed. After doing this, the algorithm could switch
to cruder approaches like the first-order unification used for
type inference with simple types, using the ! type construc-
tor of the full System E. (The ! type constructor is not pre-
sented in this paper for simplicity.) This leads to the po-
tential of compositional analysis with an easily adjustable
level of precision. We leave the exploration of this promis-
ing possibility to future work.

We have implemented our algorithm (and also several
interesting variations on it). As of the date of this paper,
a batch version of our implementation can be obtained at
http://www.macs.hw.ac.uk/DART/software/
system-e/. An interactive version of our implementa-
tion can be used at http://www.macs.hw.ac.uk/
ultra/compositional-analysis/system-e/.
Unfortunately, the interactive version is currently poorly
documented, but we hope to improve this soon.

1.3 Other Future Work

Because many uses of types make them directly visible
to programmers, a major goal in the design of many type
systems has been for types to be suitable for direct human
comprehension. Unfortunately, this goal sometimes con-
flicts with making types suitable for accurate and flexible
program analysis. In contrast, intersection types are very
good for accurate analysis. However, intersection types in-
ferred by any algorithm that is complete for the full system
will in general be extremely detailed and thus are likely to
be unsuitable for presenting to humans. Alternative ways of
reporting type errors such as type error slicing [11, 12] can
be used to avoid presenting these types directly to program-
mers. Investigation is needed to combine type error slicing
with System E.

Module boundary interfaces are generally given for the
purpose of abstracting away from the software on either side
of the interface, so that implementations can be switched.
Module boundary interfaces must also be compact and eas-
ily understandable by humans. For these reasons, ∀ and ∃
quantifiers are appropriate for use in types used at module
boundaries. An open problem is how to use very flexible
and accurate types such as intersection types for analysis
and then check whether they imply types that use ∀ and ∃

quantifiers.

1.4 Other Related Work

Sayag and Mauny [26] give a characterization of prin-
cipal typings in systems with intersection types, and show
that they are isomorphic to β-normal forms. Although in-
teresting, the correspondence is limited to normal forms and
sheds no light on the relation between β-reduction and type
inference.

2 A Brief Tutorial on Expansion and Expan-
sion Variables

This section is largely taken from a subsection in the long
version of our recent paper presenting System E [3]. We
present this material because expansion and expansion vari-
ables are still unfamiliar to many people, and understanding
both of them is essential to understanding this paper.

Expansion and expansion variables (E-variables) are the
key notions of System E, and the way they are supported
is one of the main ways System E improves on previous
work. This section gives a gentle, informal introduction to
the need for expansion and how E-variables help.

Consider two typing derivations structured as follows,
where λ and @ represent uses of the appropriate typing
rules:

M : λf.

@

f λx.

x

N : λg.

λy.

@

g @

g y

In a standard intersection type system, the derived result
types could be these:

M : ((α → α) → β)
︸ ︷︷ ︸

τ1

→ β

N : (β′ → γ′) .∩ (α′ → β′) → α′ → γ′

︸ ︷︷ ︸

τ2

In order to type the application M @ N , we must some-
how “unify” τ1 and τ2. We could first unify the types
(β′ → γ′) and (α′ → β′) to collapse the intersection type
(β′ → γ′) .∩ (α′ → β′), but this would lose information and
is not the approach we want to follow for full flexibility.
Historically, in intersection type systems the solution has
been to do expansion [6] on the result type of M :

M : ((α1 → α1) .∩ (α2 → α2) → β) → β (1)

Then, the substitution (α1 := α′, β′ := α′, α2 := α′, γ′ :=
α′, β := α′ → α′) makes the application M @ N typable.
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What justified the expansion we did to the result type of
M? The expansion operation above effectively altered the
typing derivation for M by inserting a use of intersection
introduction at a nested position in the previous derivation,
transforming it into the following new derivation, where .∩
marks a use of the intersection-introduction typing rule:

λf.

@

f .∩

λx.

x

λx.

x

Expansion variables are a new technology for simplify-
ing expansion and making it easier to implement and reason
about. Expansion variables are placeholders for unknown
uses of other typing rules, such as intersection introduc-
tion, which are propagated into the types and the type con-
straints used by type inference algorithms. The E-variable-
introduction typing rule works like this (in traditional nota-
tion, not as stated later in the paper), where “e A” sticks the
E-variable e on top of every type in the type environment
A:

(E-variable) A ` M : τ
e A ` M : e τ

Type-level substitutions in System E substitute types for
type variables, and expansions for expansion variables. An
expansion is a piece of syntax standing for some number
of uses of typing rules that act uniformly on every type in
a judgement. The most trivial expansion, �, is the iden-
tity. Intersection types can also be introduced by expan-
sion; for example, given M : (e (α → α) → β) → β, ap-
plying the substitution e := � .∩ � to this typing yields
M : ((α → α) .∩ (α → α) → β) → β. Substitutions are
also a form of expansion; if we apply the substitution
e := (α := α1) .∩ (α := α2) to M , we get the expanded typ-
ing given for M in (1) above.

Including substitutions as a form of expansion makes ex-
pansion variables effectively establish “namespaces” which
can be manipulated separately. For example, applying the
substitution (e1 := (α := α1), e2 := (α := α2)) to the type
(e1 α) .∩ (e2 α) yields the type α1

.∩ α2.
The syntactic expansion ω (introduced as expansion syn-

tax in [2]) is also included, along with a typing rule that
assigns the type ω (introduced in [6]) to any term. If we ap-
ply the substitution e := ω to the typing of M above, inside
the typing derivation the result type for λx.x becomes ω.
Operationally, a term which has type ω can only be passed
around and must eventually be discarded.

The types in System E are by default linear. For exam-
ple, (α1 → α1) .∩ (α2 → α2) is the type of a function to
be used exactly twice, once at type α1 → α1, and once at
α2 → α2.

Because it is sufficient to present the results of this paper,
we consider only the !-free fragment of System E, in which
all types are linear. The full System E also has a ! type
constructor for creating non-linear types, and has ! as an
additional case for expansion, thereby allowing uses of ! to
be inserted by constraint solving.

The structure of expansions pervades every part of the
design of System E. The main sorts of syntactic entities
are types, typing constraints, skeletons (System E’s proof
terms), expansions, and subtyping proof terms. Each of
these sorts has cases for E-variable application, intersection,
and ω. Other derived notions such as type environments
also effectively support each of these operations. This com-
mon shared structure is the key to why System E works.

3 Preliminary Definitions

This section defines generic mathematical notions used
in this paper which are not specific to the work of this
paper. Let i, j, m, n, p, and q range over {0, 1, 2, . . .}
(the natural numbers). Given a function f , let f [a 7→ b] =
(f \ { (a, c) (a, c) ∈ f }) ∪ {(a, b)}. Given a relation
−r−→, let −r−� be its transitive, reflexive closure, w.r.t. the right
carrier set. Given a context C, let C[U ] stand for C with
the single occurrence of � replaced by U . For example,
(λx.�)[x] = λx.x.

If S names a set and ϕ is defined as a metavariable rang-
ing over S, let S∗ be the set of sequences over S as per the
following grammar, quotiented by the subsequent equali-
ties, and let ~ϕ be a metavariable ranging over S∗:

~ϕ ∈ S∗ ::= ε | ϕ | ~ϕ1 · ~ϕ2

ε · ~ϕ = ~ϕ ~ϕ · ε = ~ϕ (~ϕ1 · ~ϕ2) · ~ϕ3 = ~ϕ1 · (~ϕ2 · ~ϕ3)

For example, ~n ranges over {0, 1, 2, . . .}∗ (sequences of
natural numbers). Length 1 sequences are equal to their
sole member.

Given some order < on elements x, y, z of a set X , let
the lexicographic-extension order <lex of < be the order on
sequences of elements of X defined as follows:

ε <lex x · ~x

x < y

x · ~x <lex y · ~y

~y <lex ~z

x · ~y <lex x · ~z

Diagrams are used in the rest of the paper to illustrate
formal statements. The intended meaning of such diagrams
is that for all entities such that all the relations depicted by
solid lines between these entities hold, the entities linked
with only dashed lines exist, and all the relations depicted
by dashed lines hold. For example, the following diagram
illustrates the proposition ∀m, n, q.(m < n) ∧ (n ≤ q) ⇒
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∃p.(m ≤ p) ∧ (p < q).

m n

p q

<

≤≤

<

4 System E

This section presents System E. See [3] for full details.

4.1 Syntax

Figure 1 defines the syntactic entities used in this paper.
It is similar to the original definition of System E [3], except
that the ! operator is omitted.

Operator precedence is defined here, including for
ordinary function application (f(a)) and modification
(f [a 7→ b]), and for operations defined later such as ex-
pansion application ([E] X) and term-variable substitution
(M1[x:=M2]). The precedence groups are as follows, from
highest to lowest:

group 1: Q:τ , f(a), f [a 7→ b], M1[x := M2], v := Φ
group 2: e X , [E] X , (φ, S)
group 3: X1

.∩ X2, e/S
group 4: τ1 → τ2, M @ N , Q1 @ Q2, S1; S2

group 5: τ1 l τ2, λx.M , λx.Q

For example, e α1
.∩ α2 → α3 = ((e α1) .∩ α2) → α3, and

(e α1 l α2) = ((e α1) l α2), and λx. x:α1 @ y:α2 =
λx. (x:α1 @ y:α2). As is usual, application is left-
associative so that M1 @ M2 @ M3 = (M1 @ M2) @
M3 (similarly for skeletons) and function types are right-
associative so that τ1 → τ2 → τ3 = τ1 → (τ2 → τ3). Let the
expression τ1

.∩ · · · .∩ τn denote τ1
.∩(τ2

.∩ (· · · .∩ τn)) when
n ≥ 1 and ω when n = 0.

4.2 Equalities

Terms and skeletons are quotiented by α-conversion as
usual, where λx.M and λx. Q bind the variable x.

For types and constraints, the definition provided by
fig. 1 is modified by imposing several equalities for E-
variable application, the .∩ operator, and the ω constant. The
.∩ operator is associative and commutative with ω as its unit.
E-variable application distributes over .∩ and ω. (The con-
stant ω can be viewed as a 0-ary version of .∩.) Formally,
these rules hold:

T1
.∩ (T2

.∩ T3) = (T1
.∩ T2) .∩ T3

T1
.∩ T2 = T2

.∩ T1 ω .∩ T = T
e (T1

.∩ T2) = e T1
.∩ e T2 e ω = ω

Both α-conversion and the additional rules for types and
constraints are imposed as equalities, where “=” is mathe-
matical equality (as it should be). For example, ω .∩ α = α.
After this modification, the sorts of the syntactic entities are
no longer initial algebras.

Extending E-variable application to sequences, let ε X =
X and (~e · e) X = ~e (e X).

4.3 Terminology

We call ∆̇ a singular constraint.
Let term be the least-defined function such that:

term(x:τ ) = x
term(λx. Q) = λx.term(Q)
term(Q1 @ Q2) = term(Q1) @ term(Q2)
term(Q:τ ) = term(e Q) = term(Q)
term(ωM ) = M
term(Q1

.∩ Q2) = term(Q1) if term(Q1) = term(Q2)

A skeleton Q is well formed iff term(Q) is defined. For
example, Q = x:τ1 .∩ y:τ2 is not well formed if x 6= y,
because term(Q) is not defined.

Convention 4.1. Henceforth, only well formed skeletons
are considered.

4.4 Expansion Application

This section defines expansion application, which is the
fundamental new feature of System E.

Definition 4.2 (Expansion Application). Figure 2 defines
the application of an expansion to E-variables, types, ex-
pansions, constraints, and skeletons.

Lemma 4.3 (Expansion Application Composition).
Given any E1, E2, X , [[E1] E2] X = [E1] [E2] X.

Let E1; E2 = [E2] E1 (composition of expansions).
By lem. 4.3, the “;” operator is associative. Although
E1; E2 is not much shorter than [E2] E1, it allows writ-
ing, e.g., S1; S2; S3; S4; S5, which is easier to follow than
[S5] [S4] [S3] [S2] S1.

An assignment φ may stand for S = (φ, �)
and is to be interpreted that way if at all possi-
ble. The higher precedence of (v := Φ) over (φ, S)
applies here. For example, e1 := e2 := S2, e3 := S3

stands for (e1 := (e2 := S2)), e3 := S3 which stands for
(e1 := ((e2 := S2), �)), (e3 := S3), �.

Let e/S stand for (e := e S). Thus, e/S stands for
((e := e S), �) when possible. The “/” notation builds a
substitution that affects variables underneath an E-variable,
because [e/S] e X = e [S] X and [e/S] X = X if X 6=
e X ′. For example, S = (e0/(a1 := τ1), a0 := τ0) stands
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The sorts and their abstract syntax grammars and metavariables:
x ∈ Term-Variable ::= xi

α ∈ T-Variable ::= ai

e ∈ E-Variable ::= ei

φ ∈ ET-Assignment ::= α := τ | e := E
S ∈ ET-Substitution ::= � | φ, S

M, N ∈ Term ::= x | λx.M | M1 @ M2

C ∈ Term-Context ::= � | λx.C | C @ M | M @ C
τ ∈ Type ::= τ1

.∩ τ2 | e τ | ω | α | τ1 → τ2

E ∈ Expansion ::= E1 .∩ E2 | eE | ω | S
∆ ∈ Constraint ::= ∆1

.∩ ∆2 | e∆ | ω | τ1 l τ2

Q ∈ Skeleton ::= Q1
.∩ Q2 | eQ | ωM | x:τ | λx. Q | Q1 @ Q2 | Q:τ

D ∈ Skel-Context ::= � | D .∩ Q | Q .∩ D | eD | λx.D | D @ Q | Q @ D | D:τ

Metavariables ranging over subsets or multiple sorts:
v ::= e | α X ::= τ | E | ∆ | Q Y ::= τ | E | ∆ ∆̄ ::= τ1 l τ2 ∆̇ ::= ∆̄ | e ∆̇

Figure 1. Syntax grammars and metavariable conventions.

[E1
.∩ E2] X = [E1] X .∩ [E2] X [�] α = α [S] e X = [[S] e] X

[eE] X = e [E] X [�] e = e �

[ω]Y = ω [v := Φ, S] v′ = [S] v′ if v 6= v′ [S] � = S

[ω]Q = ωterm(Q) [v := Φ, S] v = Φ [S] (v := Φ, S′) = (v := [S] Φ, [S] S′)

[S] (X1
.∩ X2) = [S] X1

.∩ [S] X2 [S] ω = ω [S] x:τ = x:[S] τ

[S] (τ1 l τ2) = [S] τ1 l [S] τ2 [S] ωM = ωM [S] λx. Q = λx. [S] Q

[S] (τ1 → τ2) = [S] τ1 → [S] τ2 [S] Q:τ = ([S] Q):[S] τ [S] (Q1 @ Q2) = [S] Q1 @ [S] Q2

Figure 2. Expansion application.

for S = (e0 := e0 (a1 := τ1, �), a0 := τ0, �) and in this
case [S] (e0 a1 → a0) = e0 τ1→τ0. We extend this notation
to E-variable sequences so that ~e · e/S stands for ~e/e/S and
ε/S stands for S.

4.5 Type Environments and Typing Rules

This section presents the type environments and typing
rules of System E.

Definition 4.4 (Type environment). A type environment is
a total function from term variables to types which maps
only a finite number of variables to types other than ω. Let
A and B range over type environments.

Definition 4.5 (Operations on type environments).

[E] A = { (x, [E]A(x)) x ∈ Term-Variable}
A .∩ B = { (x, A(x) .∩ B(x)) x ∈ Term-Variable}

e A = [e �] A = { (x, e A(x)) x ∈ Term-Variable}
envω = [ω]A = { (x, ω) x ∈ Term-Variable}

Let (x1 : τ1, · · · , xn : τt) abbreviate
envω[x1 7→ τ1] · · ·[xn 7→ τn]. Observe, for every E1,
E2, A, and x, that [E1

.∩ E2] A = [E1] A .∩ [E2] A,
that (e A)(x) = e A(x), that envω = [ω]A,
that [E] A[x 7→ τ ] = ([E] A)[x 7→ [E] τ ], and that
[E] (A .∩ B) = [E] A .∩ [E] B.

The subset of the typing rules of System E that are useful
in the scope of this paper are given in fig. 3.

The typing rules derive judgements of the form (M .Q) :
〈A ` τ〉 / ∆. The pair 〈A ` τ〉 of a type environment A and
a result type τ is called a typing. The intended meaning of
(M . Q) : 〈A ` τ〉 / ∆ is that Q is a proof that M has the
typing 〈A`τ〉, provided that the constraint ∆ is solved w.r.t.
some subtyping system.

The precise semantic meaning of a typing 〈A ` τ〉 de-
pends on the subtyping system that is used. The typing rules
avoid specifying whether a constraint ∆ is solved to allow
the use of different subtyping relations, depending on the
user’s needs. In the current version of this paper, we con-
sider only one subtyping relation (discussed in sec. 4.7), but
we expect to add discussion of another subtyping relation in
a later version.

A skeleton Q is a special kind of term that compactly
represents a tree of typing rule uses that derives a judgement
for the untyped term given by term(Q). Thus, a skeleton is
basically a typing derivation.

Definition 4.6 (Valid Skeleton). A skeleton Q is valid iff
there exist M , A, τ , and ∆ s.t. (M . Q) : 〈A ` τ〉 / ∆.

Convention 4.7. Only valid skeletons are considered.

Let typing, constraint, tenv, and rtype be functions s.t.
(M . Q) : 〈A ` τ〉 / ∆ implies typing(Q) = 〈A ` τ〉,
constraint(Q) = ∆, tenv(Q) = A, and rtype(Q) = τ .
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(abstraction)
(M . Q) : 〈A ` τ 〉 / ∆

(λx.M . λx.Q) : 〈A[x 7→ ω] ` A(x) → τ 〉 / ∆
(variable)

(x . x:τ ) : 〈(x : τ) ` τ 〉 / ω

(application)
(M1 . Q1) : 〈A1 ` τ2 → τ1〉 / ∆1; (M2 . Q2) : 〈A2 ` τ2〉 / ∆2

(M1 @ M2 . Q1 @ Q2) : 〈A1
.∩ A2 ` τ1〉 / ∆1

.∩ ∆2

(omega)
(M . ωM ) : 〈envω ` ω〉 / ω

(intersection)
(M . Q1) : 〈A1 ` τ1〉 / ∆1; (M . Q2) : 〈A2 ` τ2〉 / ∆2

(M . Q1
.∩ Q2) : 〈A1

.∩ A2 ` τ1
.∩ τ2〉 / ∆1

.∩ ∆2

(E-variable)
(M . Q) : 〈A ` τ 〉 / ∆

(M . e Q) : 〈eA ` e τ〉 / e ∆

(result
subtyping)

(M . Q) : 〈A ` τ1〉 / ∆

(M . Q:τ2) : 〈A ` τ2〉 / ∆ .∩ (τ1 l τ2)

Figure 3. Typing rules.

4.6 Omitted typing rules

The typing rules presented in figure 3 is a subset of the
typing rules given in the original paper on System E [3].
Four rules have been omitted:

• The ! typing rule, used together with the appropriate
subtyping relation, allows one to do an non-exact anal-
ysis of λ-terms.

• The environment subtyping typing rule is required for
System E to have subject reduction, but is not essential
to discuss type inference.

• The explicit substitution typing rule is useful as part of
the proof of the subject reduction of System E.

• The suspended expansion typing rule supports com-
positional analysis of programs, which is outside the
scope of this paper and left as future work.

4.7 Subtyping

This section presents a subtyping relation ≤refl that we
use later when discussing type inference, and shows how it
is used in conjunction with the typing rules given above.
We expect a future version of this paper to also use an-
other subtyping relation (namely, ≤flex from [3] restricted
to rules not mentioning the ! operator). In order to minimise
changes to the presentation, we leave a degree of flexibility
which would be unnecessary if we were using only ≤refl,
especially because ≤refl is the identity relation on types.

Let � be a metavariable ranging over subtyping relations
on types. A constraint ∆ is solved w.r.t. � iff solved(�, ∆)
holds by this definition (where the double bar is meant as an
equivalence):

τ1 � τ2

solved(�, τ1 l τ2)

solved(�, ∆1) solved(�, ∆2)

solved(�, ∆1
.∩ ∆2)

solved(�, ∆)

solved(�, e ∆) solved(�, ω)

A constraint ∆ is solvable w.r.t. � iff there exists a sub-
stitution S such that solved(�, [S]∆) holds. A skeleton Q
is solved respectively solvable iff constraint(Q) is. Solved
skeletons correspond to typing derivations in traditional pre-
sentations.

Figure fig. 4 presents the subtyping relation ≤refl, which
is merely equality on types. When using ≤refl, System E
is similar to System I [19], although it types more terms
because it has ω. Section 5 introduces type inference for
System E when using this subtyping relation, and shows the
exact correspondence between the type inference process
and β-reduction of untyped λ-terms.

5 Type Inference

This section presents a type inference algorithm for Sys-
tem E equipped with the subtyping relation ≤refl.

We show how to perform an exact analysis of λ-terms,
where each constraint-solving step exactly corresponds to
one β-reduction step in the untyped term. We also give
an algorithm which reconstructs the reduced untyped term
from typings and partially solved constraints.

The simple approach to type inference illustrated in this
section is as follows. Given an untyped term M as an input,
first pick an initial skeleton Q such that term(Q) = M , then
find a solution S that solves constraint(Q) by a unification
procedure, and then calculate the solved skeleton [S]Q to
yield a typing derivation for M .

The unification procedure starts with a constraint ∆0 =
constraint(Q). At each step i, an unsolved singular con-
straint ∆̇i such that ∆i = ∆̇i

.∩ ∆′

i is selected by some
strategy. Then, a rewrite rule of the form ∆̇i −→ Si is used
to produce a substitution Si that solves ∆̇i. The substitution
Si is applied to ∆i to give ∆i+1, and the process is repeated
until ∆n is solved. Because expansions, of which substitu-
tions are a subset, compose, the substitution S0; · · ·; Sn−1

solves Q.
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(refl-≤)
τ ≤ τ

(trans-≤)
τ1 ≤ τ2; τ2 ≤ τ3

τ1 ≤ τ3
(→-≤)

τ3 ≤ τ1; τ2 ≤ τ4

τ1 → τ2 ≤ τ3 → τ4
(e-≤)

τ1 ≤ τ2

e τ1 ≤ e τ2
( .∩-≤)

τ1 ≤ τ3; τ2 ≤ τ4

τ1
.∩ τ2 ≤ τ3

.∩ τ4

Figure 4. Subtyping rules for ≤refl

5.1 Preliminary definitions

Definition 5.1 (Unsolved constraints). Let
unsolved(�)(∆) be an operation that extracts all the
unsolved singular constraints of a constraint, as follows:

unsolved(�)(∆̇ .∩ ∆) =
{

unsolved(�)(∆) if solved(�, ∆̇)

∆̇ .∩ unsolved(�)(∆) otherwise
unsolved(�)(ω) = ω

In order to later show an exact correspondence with β-
reduction, we now define the notion of pleasant skeletons,
and a readback procedure that reconstructs a pleasant skele-
ton from a typing and a constraint.

Definition 5.2 (Pleasant skeleton). A skeleton Q is pleas-
ant iff Q = P for some P defined thus:

P ::= x:a0 | λx. e0 P | (e1 P1)
:e2 τ→a0 @ e2 P2

Note that by convention 4.7, if P = (e1 P1)
:e2 τ→a0 @e2 P2,

then τ = rtype(Q2).

Note that if P is a pleasant skeleton, then
constraint(P ) = unsolved(≤refl)(constraint(P )), i.e.,
pleasant skeletons only contain unsolved constraints.

Definition 5.3 (Readback). Let readback be the least de-
fined function on a triple of a type environment, a type, and
a constraint, such that:

readback((x : a0), a0, ω)
= x:a0

readback(e0 A, e0 τ1 → e0 τ2, e0 ∆)
= λx. e0 Q
if A(x) = ω
and Q = readback(A[x 7→ τ1], τ2, ∆)

readback(e1 A1
.∩ e2 A2, a0, ∆̇ .∩ e1 ∆1

.∩ e2 ∆2)
= (e1 Q1)

:e2 τ2→a0 @ e2 Q2

if ∆̇ = e1 τ1 l e2 τ2 → a0

and Q1 = readback(A1, τ1, ∆1)
and Q2 = readback(A2, τ2, ∆2)

For convenience, let readback(�)(Q) =
readback(A, τ, ∆), where A = tenv(Q), τ = rtype(Q),
and ∆ = unsolved(�)(constraint(Q)). Note that the
calculation of readback(�)(Q) only uses information in
the final judgement derived by Q.

Lemma 5.4. These two statements are equivalent:

1. Q = readback(A, τ, ∆).

2. Q is a pleasant skeleton and (M .Q) : 〈A`τ〉/∆.

Proof. Both directions by induction on Q.

Definition 5.5 (E-path). If ∆̇ = ~e(τ1 l τ2), then we call
E-path(∆̇) = ~e the E-path of ∆̇. If D is a skeleton con-
text with one hole, we define E-path(D), the E-path of the
context hole in D, by induction, as follows:

E-path(�) = ε
E-path(e D) = e · E-path(D)
E-path(λx. D) = E-path(D:τ ) = E-path(D @ Q)

= E-path(Q @ D) = E-path(D .∩ Q)
= E-path(Q .∩ D) = E-path(D)

Definition 5.6 (Order on sequences of expansion vari-
ables). Let ei < ej iff i < j. Thus, < is a strict total
order on expansion variables, and so is its lexicographic-
extension order <lex on sequences of finite length.

5.2 Solving with respect to ≤refl

This section presents an algorithm that produces valid
typing derivations that are solved with respect to ≤refl for
any given β-normalizable term.

In this subsection, let readback(Q) stand for
readback(≤refl)(Q).

Let M be an arbitrarily chosen λ-term. If M has a β-
normal form, then the procedure described below will ter-
minate, otherwise it will go forever. We pick the initial
skeleton Q0 = initial-refl(M) using one T-variable a0 and
three distinct E-variables e0, e1, e2, as follows:

initial-refl(x) = x:a0

initial-refl(λx.M) =
(

let Q = e0 initial-refl(M)
in λx. Q

)

initial-refl(M @ N) =




let Q1 = e1 initial-refl(M)
Q2 = e2 initial-refl(N)

in Q1
:rtype(Q2)→a0 @ Q2





Multiple T-variables become necessary when doing a non-
exact analysis, but the analysis presented here is exact and
preserves the property that only one T-variable is used
throughout constraint solving. Only two E-variables are
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actually needed for the initial skeleton to be solvable, but
using three makes examples a little clearer. As with T-
variables, no new E-variables are introduced during con-
straint solving.

Lemma 5.7. initial-refl(M) is a pleasant skeleton.

Proof. By induction on M .

The type inference procedure for some term M starts by
taking Q0 = initial-refl(M). We have (M . Q0) : 〈A0 `
τ0〉 / ∆0 and Q′

0 = readback(A0, τ0, ∆0) = Q0.

Lemma 5.8 (Readback is identity on initial skeletons). If
initial-refl(M) = Q, then readback(Q) = Q and term(Q) =
M .

M Q
initial-refl

term
readback

Proof. By induction on M .

Figure 5 introduces rules refl-1 and refl-2, which are used
to produce substitutions that solve singular constraints. We
first study each of these two rules in greater detail, and then
discuss the strategy for applying them.

Given ∆ = ∆̇1
.∩ · · · .∩ ∆̇n, let filter-1(∆) = ∆̇i1

.∩
· · · .∩ ∆̇ip

where i ∈ {i1, · · · , ip} iff there exists S s.t.

∆̇i −refl-1−−−−→ S. In words, filter-1(∆) contains all the sin-
gular constraints of ∆ to which rule refl-1 applies.

5.2.1 Rule refl-1

This section explains how rule refl-1 solves constraints,
and shows that this operation corresponds exactly with β-
reduction on untyped terms.

Suppose Q = initial-refl((λx.M ) @ N) =
(e1 λx. e0 Q2)

:e2 τ3→a0 @ e2 Q3, where τ2 = rtype(Q2)
and τ3 = rtype(Q3). Notice that constraint(Q) = ∆ .∩ ∆̄,
where ∆̄ = e1 (e0 τ1 → e0 τ2) l e2 τ3 → a0.

Let E be some expansion such that τ1 −extract−−−→ E. The
expansion E matches the outermost structure of τ1 =
tenv(Q2)(x), so that [E]Q3 has as many copies of the ar-
gument Q3 as there are of occurrences of the parameter x
in Q2.

Let S be some substitution such that τ1 −:=τ3−−→ S. The
substitution S replaces the type α of each occurrence of the
parameter x in Q2 by the type τ3 of a copy of the argument
Q3.

With ∆̄, E and S as given above, and ∆̄ −refl-1−−−−→ S′,
it is straightforward to see that by definition 4.2, ∆̄′ =
[S′] ∆̄ = [S] τ1 → [S] τ2 l [E] τ3 → [S] τ2. By the defi-
nition of solvedness and ≤refl, solved(≤refl, ∆̄′) holds iff
[E] τ3 = [S] τ1 does.

The strategy we use during unification preserves the in-
variant that τ1 = tenv(Q2)(x) = ~e1 a0

.∩ · · · .∩ ~en a0. For
simplicity, consider

τ1 −
extract−−−→E = ~e1 � .∩ · · · .∩ ~en �

τ1 −:=τ3−−→ S = ~e1 (a0 := τ3); · · ·;~en (a0 := τ3)

With these particular E and S, it is easy to show that
[E] τ3 = ~e1 τ3

.∩ · · · .∩ ~en τ3 = [S] τ1 holds.
Because we have not imposed equivalences on expan-

sions and substitutions, given an arbitrary type τ1 of the
form ~e1 a0

.∩· · · .∩ ~en a0, there can be many possible choices
of E and S such that τ1 −extract−−−→ E and τ1 −:=τ3−−→. Since we
have imposed equivalences on types, all possible E and S
have the same effect when they are applied to a type: if
τ1 −extract−−−→ E1 and τ1 −extract−−−→ E2, then [E1] τ3 = [E2] τ3,
and, similarly, if τ1 −:=τ3−−→ S1 and τ1 −:=τ3−−→ S2, then

[S1] τ1 = [S2] τ1. Thus, ∆̄ −refl-1−−−−→ S such that [S] ∆̄ is
solved.

We now state some properties satisfied by rule refl-1.

Let −any(r)
−−−−→ be the relation such that ∆ −

any(r)
−−−−→ S iff

∆ = ∆′ .∩ ∆̇ and ∆̇ −r−→ S.

Lemma 5.9 (One step of refl-1 corresponds to one step
of β-reduction). P = readback(Q) and constraint(Q)

−
any(refl-1)
−−−−−−−→ S implies there exist M , M ′, Q′, and P ′

s.t. M = term(P ), P = initial-refl(M), M −β−→ M ′,
Q′ = [S] Q, P ′ = readback(Q′), M ′ = term(Q′), and
P ′ = initial-refl(M ′).

Q Q′

∆

P S P ′

M M ′

constraint

an
y(r

efl-1)

[S] ·

β

readback readback

terminitial-refl term initial-refl

Lemma 5.10 (One step of β-reduction corresponds to
one step of refl-1). M −β−→ M ′ and initial-refl(M) =
P = readback(Q) implies there exist S, Q′, and P ′ s.t.

constraint(Q) −
any(refl-1)
−−−−−−−→ S, [S]Q = Q′, readback(Q′) =

P ′ = initial-refl(M ′), and M ′ = term(Q′).

Q Q′

∆

P S P ′

M M ′

constraint

an
y(r

efl-1)

[S] ·

β

readback readback

terminitial-refl term initial-refl
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~e (e1 (e0 τ1 → e0 τ2) l e2 τ3 → a0) −refl-1−−−−→ ~e/((e2 := e1 e0 E, e1/e0/S); (a0 := [S] τ2, e1 := e0 := �))

if τ1 −extract−−−→ E and τ1 −:=τ3−−→ S

~e (e1 a0 l e2 τ1 → a0) −refl-2−−−−→ ~e/(e1 := (a0 := e2 τ1 → a0, e1 := e1 e1 �, e2 := e1 e2 �))

α −extract−−−→ �

τ1
.∩ τ2 −extract−−−→ E1

.∩ E2 if τ1 −extract−−−→ E1 and τ2 −extract−−−→ E2

e τ −extract−−−→ eE if τ −extract−−−→ E

ω −extract−−−→ ω

α −:=τ3−−→ (α := τ3)
τ1

.∩ τ2 −:=τ3−−→ S1; S2 if τ1 −:=τ3−−→ S1 and τ2 −:=τ3−−→ S2

e τ −:=τ3−−→ e/S if τ −:=τ3−−→ S
ω −:=τ3−−→ �

Figure 5. Rules for solving constraints w.r.t. ≤refl

5.2.2 Rule refl-2

Rule refl-2 is designed to be used after rule refl-1 has been
used as much as possible and can not be used anymore. Be-
cause refl-1 effectively simulates β-reduction, this means
when refl-1 is done, the term resulting from readback is
a β-normal form. Because a β-normal form may have
applications in it, there may still be unsolved constraints.
Rule refl-2 applies to singular constraints of the form ∆̄ =
e1 a0 le2 τ1 → a0. Such constraints are generated by terms
that are chains of applications whose head is a variable, i.e.,
terms of the form xM1 · · ·Mn. For [S] ∆̄ to be solved w.r.t.
≤refl, the substitution S must replace e1 a0 by an arrow
type.

The substitution produced by refl-2 is simple, but has
been carefully designed. Part of the substitution produced
by refl-2 is S = e1 := (a0 := e2 τ1 → a0) which has the
property that [S] ∆̄ is solved. However, S erases e1, which
effectively merges the namespace inside e1 with the parent
namespace. Without care, this has the danger that it could
cause formerly distinct variables which should remain dis-
tinct to become the same. This confusion of variables would
break the principal typing property.

There are three variables that we have to be careful about
that might live at the top level in the namespace of e1 just
before rule refl-2 is applied. The strategy we use for ap-
plying rules refl-1 and refl-2, discussed in the next section,
guarantees that e0 does not occur at the top-level of the
namespace inside e1. We do not need to worry about the
single T-variable a0, because it is completely replaced by S.
The rest of the substitution produced by refl-2 avoids con-
fusing e1 and e2 (and also their nested namespaces) in the
namespace of the outer e1 with the same names in the par-
ent namespace by replacing them by e1e1 and respectively
e1e2. This is done at the same time as the outer e1 is erased,
thereby effectively preserving the original namespaces.

Note that if there is still a constraint ∆̇ =
e1 (e1 a0 l e2 τ2 → a0) in the namespace of the outer e1 as
it is erased, then this constraint become [S] ∆̇ = e1 e1 a0 l

e1 e2 τ2 → e2 τ1 → a0, to which refl-2 would not apply, and
constraint solving would get stuck at some point. This is-
sue is easily solved by applying refl-2 with a strategy that
always selects the singular constraints that have the longer
E-path first. Such a strategy is given in the next section.

5.2.3 Strategy

This section gives strategies for applying the two rules
presented in figure 5, and an exact correspondence with
leftmost-outermost β-reduction is established. This reduc-
tion strategy is known to terminate for arbitrary normalizing
terms, so by following it we are able to infer typings for any
term that has a β-normal form.

Definition 5.11 (Leftmost-outermost redex of an untyped
term). Make the following definitions:

C lo1 ∈ LO1-Context ::= � | C lo1 @ M | Mnf1 @ C lo

C lo ∈ LO-Context ::= C lo1 | λx.C lo

Mnf1 ∈ NF1-Term ::= x | Mnf1 @ Mnf

Mnf ∈ NF-Term ::= Mnf1 | λx.Mnf

For every term M , exactly one of the following conditions
holds. (1) M = M nf , meaning M is a β-normal form. (2)
M = C lo[(λx.M1) @ M2], in which case the occurrence of
the subterm (λx.M1) @ M2 in the hole of C lo is the left-
most/outermost redex of M .

In order to precisely define the complete strategy for type
inference, we now define the notions of leftmost/outermost
constraint, which we use for refl-1, and rightmost/innermost
constraint, which we use for refl-2.

Definition 5.12 (Leftmost/outermost Constraint). If ∆ =
~e1 ∆̄1

.∩· · · .∩ ~en ∆̄n, then the leftmost/outermost constraint
of ∆, written LO(∆), if it exists, is the singular constraint
that has the least E-path, i.e., LO(∆) = ~ei ∆̄i iff 1 ≤ i ≤ n
and ~ei <lex ~ej for any j ∈ (I \ {i}).

Definition 5.13 (Right/innermost Constraint). If ∆ =
~e1 ∆̄1

.∩ · · · .∩ ~en ∆̄n, then the rightmost/innermost con-
straint of ∆, written RI(∆), if it exists, is the singular con-
straint that has the greatest E-path, i.e., RI(∆) = ~ei ∆̄i iff
1 ≤ i ≤ n and ~ej <lex ~ei for any j ∈ (I \ {i}).
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For a pleasant skeleton Q, the leftmost/outermost
constraint in constraint(Q), namely LO(constraint(Q)),
corresponds exactly to the leftmost/outermost applica-
tion in term(readback(Q)). The leftmost/outermost con-
straint in constraint(Q) that also matches rule refl-1 cor-
responds exactly to the leftmost/outermost β-redex in
term(readback(Q)). Thus, an approach to constraint solv-
ing that always chooses to use rule refl-1 on the left-
most/outermost constraint that matches the rule corresponds
exactly to leftmost/outermost β-reduction.

Similarly, for a skeleton Q for which readback(Q) is de-
fined, the rightmost/innermost constraint in constraint(Q)
corresponds to the rightmost/innermost application in
term(readback(Q)). This precise correspondence breaks
down once we start using rule refl-2, because readback is
no longer defined after using refl-2. However, the intuition
still explains how our strategy of using refl-2 works.

Let initial-refl� be the function from Term-Context to
Skel-Context defined by adding the case initial-refl�(�) =
� to the definition of initial-refl.

Lemma 5.14. If initial-refl(C lo[(λx.M1) @ M2]) =
readback(Q), then LO(filter-1(∆2)) = ~e ∆̄, where ∆2 =
unsolved(constraint(Q)) and ~e = E-path(initial-refl�(C)).

Q ∆1

M P ∆2 ∆3

C lo D ~e ~e ∆̄

·[(λx.M1) @ M2]

initial-refl

readback

constraint

unsolved(≤refl)

constraint filter-1

LO

initial-refl� E-path

Proof. By induction on C lo.

Here are the corresponding strategies of applying rewrite
rules to constraints:

• let −LO(r)
−−−−→ be the relation such that ∆ −

LO(r)
−−−−→ S iff

LO(∆) −r−→ S, and

• let −RI(r)
−−−→ be the relation such that ∆ −

RI(r)
−−−→ S iff

RI(∆) −r−→ S.

Let M be a term has a β-normal form N , and Q =
initial-refl(M). The strategy for performing type inference
for M is to use the following rules, starting with ∆ =
constraint(Q), until they can not be used any more:

(0) Initial call: Unify(∆) −→ Unify(∆, �)
(1) Unify(∆, S) −→ Unify(unsolved(≤refl)([S′]∆), S; S′)

if filter-1(∆) −
LO(refl-1)
−−−−−−−→ S′

(2) Unify(∆, S) −→ Unify(unsolved(≤refl)([S′]∆), S; S′)

if ∆ −
RI(refl-2)
−−−−−−→ S′ and case (1) does not apply

(3) Final call: Unify(ω, S) −→ S

Lemma 5.15. If M −β−� N in n steps following
a leftmost-outermost strategy, and N is a β-normal
form, then there exists a substitution S such that
term(readback([S] initial-refl(M))) = N .

Proof. By induction on n. Case n = 0 by lemma 5.8. Case
n = m + 1 by I.H. and lemmas 5.14 and 5.10.

Lemma 5.16. If M −β−� N and N is a β-normal
form, then there exists a substitution S such that
term(readback([S] initial-refl(M))) = N .

Proof. Immediate by 5.15, since it is a well-know result
that if M −β−� N , then N can be reached by performing n
successive steps of β-reduction using a leftmost-outermost
strategy.

Lemma 5.17. If term(readback(Q)) is a β-normal
form, then there exists a substitution S such that
solved(≤refl, [S]Q).

Proof. If term(readback(Q)) is a β-normal form, then
unsolved(constraint(Q)) is of the form ∆̇1

.∩ · · · .∩ ∆̇n,
where each singular constraint can be matched by rule refl-2
and produces a substitution that solves that singular con-
straint. Applying refl-2 using a rightmost-innermost strat-
egy ensures that the substitution S1, · · · , Sn produced at
each step does not affect the form of any of the remain-
ing constraints, so it keeps applying until all the constraints
are solved. Hence, the substitution S = S1; · · · ; Sn solves
constraint(Q).

Theorem 5.18 (Type inference succeeds for normalizing
terms). If M is a term that has a β-normal form, and
Q = initial-refl(M), then Unify(constraint(Q)) −−� S and
solved(≤refl, [S]Q) holds.

Proof. Immediate by 5.16 and 5.17.

EXAMPLE 5.19. Consider the term M = (λx.x @ x) @
(λz.z @ y). Appendix A shows each step of type
inference for M , produced by the interactive ver-
sion of our implementation, which can be used
at http://www.macs.hw.ac.uk/ultra/
compositional-analysis/system-e/. The
result shows that the term M can be assigned the typing
〈(y : (e2 a0 → a0) .∩ e2 a0) ` a0〉 w.r.t. some solved con-
straint ∆, which expresses the fact that the β-normal form
of M is y @ y.
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A Full Example of Type Inference

This appendix shows an example of type inference, presenting output produced by our implementation, which has the option
of writing bits of LaTeX code suitable for inclusion in LaTeX documents. We analyze the term M :

M = (λx.x @ x) @ (λz.z @ y)

The term M , drawn as a tree:

@

λx.

@

x x

λz.

@

z y

For compactness, uses of result type subtyping which add a singular constraint that is solved w.r.t. ≤refl have been omitted
from skeletons in the rest of this section. However, these solved constraints are included in judgements.

A.1 Initial Skeleton

The inference process start by picking an initial skeleton Q0 = initial-refl(M):

Q0 = (e1 (λx. e0 ((e1 (x:a
0):e2 a

0
→a

0) @ e2 (x:a
0)))

:e
2
(e

0
e
1

a
0
→e

0
a
0
)→a

0) @ e2 (λz. e0 ((e1 (z:a
0):e2 a

0
→a

0) @ e2 (y:a
0)))

The judgement Q0 derives is:

(M . Q0) : 〈A0 ` τ0〉 / ∆0, where
A0(y) = e2 e0 e2 a0

τ0 = a0

∆0 = e1 (e0 e1 a0
.∩ e0 e2 a0 → e0 a0) l e2 (e0 e1 a0 → e0 a0) → a0

.∩ e1 e0 (e1 a0 l e2 a0 → a0)

.∩ e2 e0 (e1 a0 l e2 a0 → a0)

The readback P0 of the judgement derived by Q0 is:

readback(A0, τ0, ∆0) = P0 = (e1 (λx. e0 ((e1 (x:a
0) : e2 a0 → a0) @ e2 (x:a

0))) : e2 (e0 e1 a0 → e0 a0) → a0)
@ e2 (λx. e0 ((e1 (x:a

0) : e2 a0 → a0) @ e2 (y:a
0)))

Note that, since we have quotiented skeletons and terms by α-equivalence (renaming of bound variables), P0 = Q0 holds.
The untyped term associated with P0 is:

term(P0) = (λx.x @ x) @ (λx.x @ y)

Of course, term(P0) = M .

A.2 Step 1 (use of refl-1)

The leftmost-outermost unsolved constraint of Q0 to which refl-1 applies is:

∆̇1 = e1 (e0 e1 a0
.∩ e0 e2 a0 → e0 a0) l e2 (e0 e1 a0 → e0 a0) → a0

The result of refl-1 applied to ∆̇1 is:

∆̇1 −refl-1−−−−→ S1 = e2 := e1 e0 (e1 � .∩ e2 �)
, e1 := e1 ( e0 := e0 ( e1 := e1 (a0 := e0 e1 a0 → e0 a0 , �) , �

; e2 := e2 (a0 := e0 e1 a0 → e0 a0 , �) , �)
, �)

, �

; a0 := a0 , e1 := e0 := � , � , �

13



The skeleton Q1 = [S1] Q0 is:

Q1 = (λx. (e1 (x:e
0

e
1

a
0
→e

0
a
0) : e2 (e0 e1 a0 → e0 a0) → a0) @ e2 (x:e

0
e
1

a
0
→e

0
a
0))

@ e1 (λz. e0 ((e1 (z:a
0) : e2 a0 → a0) @ e2 (y:a

0))) .∩ e2 (λz. e0 ((e1 (z:a
0) : e2 a0 → a0) @ e2 (y:a

0)))

The judgement Q1 derives is:

(M . Q1) : 〈A1 ` τ1〉 / ∆1, where
A1(y) = e1 e0 e2 a0

.∩ e2 e0 e2 a0

τ1 = a0

∆1 = e1 (e0 e1 a0 → e0 a0) l e2 (e0 e1 a0 → e0 a0) → a0
.∩ e1 (e0 e1 a0 → e0 a0) .∩ e2 (e0 e1 a0 → e0 a0) → a0 l e1 (e0 e1 a0 → e0 a0) .∩ e2 (e0 e1 a0 → e0 a0) → a0
.∩ e1 e0 (e1 a0 l e2 a0 → a0)
.∩ e2 e0 (e1 a0 l e2 a0 → a0)

The readback P1 of the judgement derived by Q1 is:

readback(A1, τ1, ∆1) = P1 = (e1 (λx. e0 ((e1 (x:a
0) : e2 a0 → a0) @ e2 (y:a

0))) : e2 (e0 e1 a0 → e0 a0) → a0)
@ e2 (λx. e0 ((e1 (x:a

0) : e2 a0 → a0) @ e2 (y:a
0)))

The untyped term associated with P1 is:

term(P1) = (λx.x @ y) @ (λx.x @ y)

Note that term(P0) −
β−→ term(P1).

A.3 Step 2 (use of refl-1)

The leftmost-outermost unsolved constraint of Q1 to which refl-1 applies is:

∆̇2 = e1 (e0 e1 a0 → e0 a0) l e2 (e0 e1 a0 → e0 a0) → a0

The result of refl-1 applied to ∆̇2 is:

∆̇2 −refl-1−−−−→ S2 = e2 := e1 e0 e1 � , e1 := e1 (e0 := e0 (e1 := e1 (a0 := e0 e1 a0 → e0 a0 , �) , �) , �) , �
; a0 := a0 , e1 := e0 := � , � , �

The skeleton Q2 = [S2] Q1 is:

Q2 = (λx. (x:e
1

(e
0

e
1

a
0
→e

0
a
0
)→a

0) @ e1 (x:e
0

e
1

a
0
→e

0
a
0))

@ (λz. (e1 (z:e
0

e
1

a
0
→e

0
a
0) : e2 a0 → a0) @ e2 (y:a

0)) .∩ e1 (λz. e0 ((e1 (z:a
0) : e2 a0 → a0) @ e2 (y:a

0)))

The judgement Q2 derives is:

(M . Q2) : 〈A2 ` τ2〉 / ∆2, where
A2(y) = e2 a0

.∩ e1 e0 e2 a0

τ2 = a0

∆2 = e1 (e0 e1 a0 → e0 a0) → a0 l e1 (e0 e1 a0 → e0 a0) → a0
.∩ (e1 (e0 e1 a0 → e0 a0) → a0) .∩ e1 (e0 e1 a0 → e0 a0) → a0

l (e1 (e0 e1 a0 → e0 a0) → a0) .∩ e1 (e0 e1 a0 → e0 a0) → a0
.∩ e1 (e0 e1 a0 → e0 a0) l e2 a0 → a0
.∩ e1 e0 (e1 a0 l e2 a0 → a0)

The readback P2 of the judgement derived by Q2 is:

readback(A2, τ2, ∆2) = P2 = (e1 (λx. e0 ((e1 (x:a
0)

:e
2

a
0
→a

0) @ e2 (y:a
0)))

:e
2

a
0
→a

0) @ e2 (y:a
0)

The untyped term associated with P2 is:
term(P2) = (λx.x @ y) @ y

Note that term(P1) −
β−→ term(P2).
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A.4 Step 3 (use of refl-1)

The leftmost-outermost unsolved constraint of Q1 to which refl-1 applies is:

∆̇3 = e1 (e0 e1 a0 → e0 a0) l e2 a0 → a0

The result of refl-1 applied to ∆̇3 is:

∆̇3 −refl-1−−−−→ S3 = e2 := e1 e0 e1 � , e1 := e1 (e0 := e0 (e1 := e1 (a0 := a0 , �) , �) , �) , �
; a0 := a0 , e1 := e0 := � , � , �

The skeleton Q3 = [S3] Q2 is:

Q3 = (λx. (x:(e
1

a
0
→a

0
)→a

0) @ (x:e
1

a
0
→a

0)) @ (λz. (z:e
1

a
0
→a

0) @ e1 (y:a
0)) .∩ (λz. (e1 (z:a

0) : e2 a0 → a0) @ e2 (y:a
0))

The judgement Q3 derives is:

(M . Q3) : 〈A3 ` τ3〉 / ∆3, where
A3(y) = e1 a0

.∩ e2 a0

τ3 = a0

∆3 = (e1 a0 → a0) → a0 l (e1 a0 → a0) → a0
.∩ ((e1 a0 → a0) → a0) .∩ (e1 a0 → a0) → a0 l ((e1 a0 → a0) → a0) .∩ (e1 a0 → a0) → a0
.∩ e1 a0 → a0 l e1 a0 → a0
.∩ e1 a0 l e2 a0 → a0

The readback P3 of the judgement derived by Q3 is:

readback(A3, τ3, ∆3) = P3 = (e1 (y:a
0)

:e
2

a
0
→a

0) @ e2 (y:a
0)

The untyped term associated with P3 is:
term(P3) = y @ y

Note that term(P2) −
β−→ term(P3), and term(P3) is a β-normal form.

A.5 Step 4 (use of refl-2)

At this step, Q3 has no singular constraint to which refl-2 applies, so we switch to using refl-2 in order to solve the remaining
constraints. The rightmost-innermost unsolved constraint of Q3 to which refl-2 applies is:

∆̇4 = e1 a0 l e2 a0 → a0

The result of refl-2 applied to ∆̇4 is:

∆̇4 −refl-2−−−−→ S4 = e1 := a0 := e2 a0 → a0, e1 := e1 e1 �, e2 := e1 e2 �, �, �

The skeleton Q4 = [S4] Q3 is:

Q4 = (λx. (x:((e
2

a
0
→a

0
)→a

0
)→a

0) @ (x:(e
2

a
0
→a

0
)→a

0))
@ (λz. (z:(e

2
a
0
→a

0
)→a

0) @ (y:e
2

a
0
→a

0)) .∩ (λz. (z:e
2

a
0
→a

0) @ e2 (y:a
0))

The judgement Q4 derives is:

(M . Q4) : 〈A4 ` τ4〉 / ∆4, where
A4(y) = (e2 a0 → a0) .∩ e2 a0

τ4 = a0

∆4 = ((e2 a0 → a0) → a0) → a0 l ((e2 a0 → a0) → a0) → a0
.∩ (((e2 a0 → a0) → a0) → a0) .∩ ((e2 a0 → a0) → a0) → a0

l (((e2 a0 → a0) → a0) → a0) .∩ ((e2 a0 → a0) → a0) → a0
.∩ (e2 a0 → a0) → a0 l (e2 a0 → a0) → a0
.∩ e2 a0 → a0 l e2 a0 → a0

Note that Q4 is solved w.r.t. ≤refl.
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