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Abstract

The aim of this paper is to identify and investigate previous research in the area of
software engineering environments, and how tools are integrated to form such a facility,
with the goal of identifying future research questions. The paper consists of an explanation
of the method used to identify papers, with each placed in a candidate category. Each of
the seven categories is examined in turn, with each paper in each category then reviewed,
with any possible arising research questions identified by the author of this paper included.
Also included in this review is a section that discusses additional material being papers that
have been referenced more than once. The paper concludes by making summing up all the
suggestions for further research that were identified in the reviewing of particular papers.
Full references and a glossary of commonly used terms completes the paper.
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1 Introduction

This paper examines the current state of the art with respect to tool integration in software
engineering. This review presents the results of a literature search carried out in late 2003 and
early 2004, and takes the form of an annotated bibliography on the subject. The paper is not
intended to be an exhaustive review of every possible paper on the subject, but instead presents
the best selection, in the author’s opinion, of papers on the subject. These papers have been
selected by using various online searches for material on the subject, and then by reading and
rating the many documents that these facilities have returned.

This paper continues by grouping the reviewed papers into sub topics within tool integration.
These topics when taken as a whole, attempt to explain to the reader some of the contentious
issues in the domain, and how researchers have attempted to find answers to them. The paper
continues by briefly reviewing related background material that some of the papers in the main
set have referenced. Finally the paper finishes by offering no firm conclusions, instead, a brief
summary of the key issues that recur in the literature is included, together with some suggestions
for further research.
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2 The Structure of this Review

The heart of this paper on tool integration is a literature review. The author was able to gather
forty five papers from online sources, as well as two further papers. These two additional papers
were referenced by many of the original forty five papers, and so were deemed necessary to be
included in the main review.

Internet-based search facilities were used to find papers on tool integration in software engi-
neering. These initial searches returned a list of two hundred and four candidate documents as
a starting point for this research. This review is therefore not intended as the definitive and
complete word on the subject of tool integration, rather it should be used as a jumping off point
for the identification further material on the subject.

The forty seven papers discussed in this document have been classified into seven different
themes within the area of tool integration, being the Dimensions of Tool Integration, Types of
Tool Integration, Standards for Tool Integration, Industrial Experience, Frameworks for Tool
Integration, Process and Tool Integration, and finally Modelling Approaches to Tool Integration.

In the section on Dimensions, five papers are discussed that present the original problem of inte-
grating tools. Here the author has identified papers that first discussed this problem, with some
of the papers quoted in subsequent works as seminal papers. These works attempt to lay down
the groundwork for the discussion of tool integration, and provide a common framework of refer-
ence for many subsequent authors in the field. In the section on Types, six papers are discussed,
with these exposing various techniques and methods by which tools are integrated, typically
concentrating on particular dimensions of integration as identified in the previous section. In
the Standards section, four papers are discussed that state the various attempts to standardise
the way tools can be integrated. Some discussion is included on the success of these efforts, as
well as other attempts to define formats for data exchange. In the Industrial Experience section,
four papers are discussed that review experiences in the field of the integration of tools. In the
section on Frameworks for Tool Integration, twenty three papers describe frameworks, or aspects
of frameworks, for software engineering environments. In the penultimate section on Process
and Tool Integration, three papers have been identified that discuss the ultimate environment
for software engineering, being Process-centred Software Engineering Environments (PSEEs).
Creators of PSEEs envisage the modelling of the whole software process, thereby allowing a
measure of automation in the production of software. In the final section on Modelling, the
author has decided to separate out two papers that describe approaches to tool integration that
use a modelling approach to the integration of tool within a software engineering environment.

This paper concludes with a summary of the most important points that the author believes this
survey has illustrated, with the intention of identifying potential avenues for further research.

3 A Literature Review

3.1 Dimensions of Tool Integration

How can we describe Tool Integration within Software Engineering, and how can we measure the
levels of integration that individual tools allow? These questions are addressed in this section,
where papers have been included that discuss how the integration of tools can be described and
classified.

2



Wasserman [Was89] has been often quoted in this field, and is generally regarding as the first
author to suggest dimensions to describe the integration of software tools. Nejmeh and Thomas
[TN92], another often quoted paper, build on Wasserman’s original work on dimensions, and
suggest a classification scheme for tool integration dimensions. Bosua and Brinkkemper [BB95]
take a different approach to integration, by considering the whole development lifecycle. Bosua
and Brinkkemper suggest that as well as the integration of tools, methodologies and methods
used in the software process need to be integrated, and that integration should not only be
concerned with tools. Yang and Han [YH96] take a different view again, with the suggestion
that the purpose of the integration of tools must be to produce a development environment that
gives the best productivity improvement. Yang and Han introduce a classification to assist the
user in choosing the most productive environment. Finally Zelkowitz [Zel96] discusses a means
by which different tools in a software engineering environment can be measured, in order to
determine how well they can be integrated in an environment.

Wasserman [Was89] identifies five types of integration being platform, presentation, data, con-
trol and process, and proposes an open architecture for tools. Each of these dimensions are
described as follows: Platform integration concerns common framework services used by tools.
Presentation integration is concerned with user interaction. Data integration is concerned with
the interchange of data between tools. Control integration is concerned with the interoperability
of tools. Process is concerned with the role of tools within a whole software process. Wasserman
suggests that there is also a need for process management tools, however, he states that there
is no agreement on the best way to represent process information. Wasserman believes that the
key issue within tool integration is the ability to determine the appropriate level of integration,
and to then identify a set of conforming tools for the chosen level. This issue is, in his opinion,
hampered by a lack of agreement between the tool manufacturers on suitable mechanisms, lev-
els of integration and standards. Wasserman sums up the situation at the time of writing, by
stating that data Integration is typically achieved using unidirectional files between two tools,
presentation Integration is achieved using a ”windowing system”, and that control Integration
is completely absent from all integration situations. Also integration is usually achieved by
using custom pair-wise facilities. Wasserman concludes by suggesting that integration must be
achieved through the adoption of standards by all tool manufacturers, and that all tools should
be built using a layered approach, to facilitate integration.

Thomas and Nejmeh [TN92] build on Wasserman’s previous work [Was89] by extending and
emphasising the relationships between the tools that are being integrated, and the degree to
which the relationships are recognised and expressed in the tools themselves. Thomas and Ne-
jmeh discard platform integration, and instead expand Wasserman’s original base dimensions of
presentation, data, control and process integration, by identifying characteristics for each. For
presentation integration, the authors identify properties of appearance and behaviour, and the
interaction paradigm used, thereby allowing the user to switch easily between tools that have a
similar ”look and feel”, as well as using similar presentation metaphors. For data integration,
properties of interoperability, non-redundancy, data consistency, data exchange and synchroni-
sation are identified, thereby allowing a user to easily share data between tools with: recognised
levels of redundant data; the data from one tool not breaking any rules required by another tool;
and the provision of means to convert data between tools. For control integration, properties of
appropriate ”provision and use” are identified for tools, where the ability of a tool to provide
common services is gauged, as well as the ability of a tool to use common services. Finally,
for process integration, the authors identify properties of a process step, a process event, and
a process constraint, thereby allowing an environment to support a unit of work, trigger events
from a particular unit of work, and to provide constraints on a unit of work.

Bosua and Brinkkemper [BB95] discuss how to integrate the development of both procedural
and object oriented systems, by suggesting meta-modelling as a solution. The authors draw

3



a distinction between tools that are heterogeneous, supporting different paradigms, and homo-
geneous tools that support a single paradigm, and continue by arguing that integration must
instead, be performed at a conceptual level to maximise the adaptability and flexibility of any
solution. Bosua and Brinkkemper contend that merely integrating a set of tools is not suffi-
cient, as the tools may overlap or overlook steps within particular activities of the intended
development process. The authors consider the relationships between the degree of conformity
between method and tool, the conceptual model of a particular method, and the method data
and process models. These relationships are then used to link tools, a process that the authors’
state has not yet been practically realised.

Yang and Han [YH96] take an alternative view on tool integration, by starting from the premise
that the integration of tools is done to achieve productivity improvements, and that the tradi-
tional dimensions of integration are not sufficient to measure this goal. Yang and Han classify
integration based on productivity goals, such as the elimination of user-generated delay, the
elimination of tool-generated delay and the introduction of tool construction. The authors con-
tinue by specifying a spectrum for both control integration (indirect, triggers, messaging and
procedures), and a spectrum for data integration (intermediate files, database, message pass-
ing and canonical representations). Yang and Han experimented with these classifications and
spectra, in order to determine which combinations of control and data integration are relevant
to each class of productivity, with the result that the productivity classification is dependant
on the level of coupling between the tools being integrated. For example, the tightly coupled
paradigm corresponds to the use of procedure calls and a ”canonical” shared data representation,
for control and data integration respectively.

Zelkowitz [Zel96] discusses the creation and construction of integrated software engineering en-
vironments, and attempts to define a set of formal criteria that can be used to measure and
compare different candidate tools for inclusion in any proposed environment. Zelkowitz identifies
the need for not only a protocol governing the movement of data through interfaces, but a set
of semantics as well. The author contrasts integration with openness, by describing openness
as a property of the interfaces between two tools, whereas integration is a property between
two tools themselves. Zelkowitz defines integration to mean the ability for two or more tools
to interoperate, realised as the ability to pass information and control amongst themselves, and
that integration also implies that the behaviour of the tools must occur in a consistent manner.

In this section we have seen the foundations of tool integration described. Wasserman’s di-
mensions are often quoted by tool integrators, yet we have seen this simple scheme qualified
by Bosua and Brinkkemper stating that tools can support multiple stages in the development
process. Yang and Han justifiably point out that integration must be implemented for pro-
ductivity reasons, yet no paper has been found that matches the level of tool integration with
the productivity levels of the overall process. Does the effort spent on increasing the level of
integration provide a measurable and quantifiable productivity gain?

As a result of these observations an interesting hypothesis emerges that would justify further
investigation. This hypothesis suggests that the net realisable value of any integration effort
increases to some optimal figure, in relation to the level of integration attained in the software
engineering environment. Once this optimal value has been reached, further effort towards yet
higher levels of integration no longer produce an increase in the value of further integration, and
may even decrease the realisable value.
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3.2 Types of Tool Integration

What types of integration are possible? How can integration be achieved? These questions and
other similar questions are addressed in this section. The six papers reviewed in this section
attempt to illuminate the various attempts that have been made to realise integration between
tools. Many of the papers attempt to suggest where and when particular modes of integration
should be employed.

In the papers in this section, Brown [Bro93] discusses control integration and suggests that
integration is more subtle than previously realised. Y Yang et al. [YWA93] discuss the possibility
of a generic tool interface for coupling tools, and suggest the most appropriate coupling method
for software development. Writing on his own now, Yang [Yan94] continues by attempting to
classify integration as a form of coupling, in order to suggest the most appropriate form of
integration for a software engineering environment. Bishofberger et al. [BKMS95] suggest that
the process of creating software consists of formal and informal tasks that need to be coordinated
to provide a mechanism for product delivery. Furthermore they attempt to join the traditional
Wasserman integration dimensions [Was89] with formal and informal cooperation tasks, within
a new development environment. Valetto and Kaiser [VK95] discuss another mechanism for
integration called wrapping, and suggest which form of wrapping that they have identified is
best suited for software development. Finally Reiss [Rei96], another often quoted author in the
field, discusses broadcast messaging and suggests some limitations on its use.

Brown [Bro93] considers control integration, and suggests that an integration strategy must be
both flexible and adaptable to suit differing users, whilst remaining efficient and simple. Brown
suggests that integration techniques up to 1993 have focused solely on data integration, whereas
a control integration strategy based on message passing would be a more appropriate solution.
Brown identifies three avenues of work regarding integration; the definition of new mechanisms
for integration; integration semantics; and the relationship between integration and process.
The general conclusion of all of these strands of research is that integration is a more subtle and
pervasive characteristic of a software development environment, than just simple tool to tool
communication. This proposition then undermines the prevailing belief that integration should
be achieved using a central repository with standardised data structures. In such a solution, a
large software system is required to centrally manage all data, resulting in a reduction in usability
of the overall software development environment itself as it soon becomes too cumbersome to
manage and use. Instead Brown suggests that research into control integration provides solutions
that are simpler and easier to manage, that would be typically enacted using a broadcast or
multicast message server, or via a point-to-point communications facility.

Brown discusses three systems that use message passing to achieve control integration; FIELD,
SoftBench, and ToolTalk, and then continues by introducing a conceptual framework to classify
the level to which a tool is able to be integrated. This framework has five levels: Carrier,
where a single file format is required, Lexical, where a common understanding between tools of
shared structures is supplied, Syntactic, that provides an agreed set of data structures and how
to manage them, Semantic, describing a common understanding of the shared structures, and
finally Method, where a common model of the software development process is supplied. Brown
suggests that the FIELD system has reached the Carrier level, SoftBench rises to the Syntactic
level, and finally ToolTalk has reached the Semantic level. The author concludes by suggesting
that for tools to reach the Method level, policy or process information must be encoded in
the message passing mechanisms. Brown finishes by addressing practical issues that could be
incorporated into tools to aid integration. Tools must be extensible and tools must be able to
be ”encapsulated” to allow third party tools to be integrated. This requires that the message
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passing paradigm must be extended to other forms of integration and that a standard messaging
protocol must be used, for example CORBA.

In Y Yang et al. [YWA93], the use of multiple tool integration paradigms is considered instead of
the adoption of a single paradigm for all tools. Here the author has identified that tool integration
may be achieved with tightly coupled, loosely coupled or uncoupled mechanisms, and that no
one method is suitable for all development scenarios. The authors relate their experiences with
the development of a single generic interface to allow the tool integrator to select the most
appropriate mechanism for a particular situation. Each coupling paradigm is evaluated in a
practical integration situation, with the conclusion that the loosely coupled paradigm should
be favoured in general. However, the authors do recognise that other paradigms may be more
applicable in other situations hence they suggest that the provision of a generic interface would
facilitate this requirement. This work is continued by Yang [Yan94] on his own, by explaining
in more detail each of these coupling paradigms. The author describes four techniques for data
integration: intermediate files; a repository; message passing; and a canonical representation.
He also describes four techniques for control integration: indirect; triggers; a message server;
and procedure calls. The author finishes by suggesting which of the three coupling paradigms is
best suited for each technique of control and data integration. For the uncoupled paradigm, the
author suggests that all communication is carried out via operating system facilities, with data
stored separately by each tool. Thus, control integration is indirect, and data integration is via
intermediate files. The author goes on to suggest that control integration can be enhanced by
the use of a message server. For the tightly coupled paradigm, all tools are completely integrated
into a single executable system, with all tools manipulating the same data. Control integration
uses procedure calls, and data integration implemented using a canonical representation for the
data format. For the loosely coupled paradigm, the author suggests that this paradigm is a
compromise, and suggests that tools are likely to maintain their own separate data, but use
fine-grained control and data mechanisms, typically by using combinations of a message passing
system and a central repository. Experiments were carried out to determine the applicability of
each of the models, based on four criteria of feedback behaviour, response time, integration cost,
and component independence. In summary, Yang found that the loosely coupled paradigm was
the most effective means to integrate tools in a software engineering environment.

Bischofberger et al. [BKMS95], suggest a new genre of software engineering, called Cooperative
Software Engineering (CSE), with enhanced cooperation, not merely using simple coordination of
tasks. They contend that cooperation can either be policy driven via a formalised exchange and
handling of structured documents and artefacts, or informal, where exchanges are unrestricted.
The authors suggest that the software process is a mixture of both these cooperation activities,
thus ”The challenge of Project Management is to work towards an optimal relation between them
(Policy Driven and Informal cooperation activities), depending on the specific characteristics of a
Project”. Bischofberger et al. continue by discussing how Process-centred Software Engineering
Environments (PCSEs) and Computer Supported Cooperative Work (CSCW) systems do not
fully meet the requirements of Cooperative Software Engineering (CSE), by explaining how their
CSE tool meets key requirements for tool integration. These requirements satisfy both control
and data integration through the use of point to point communication for request processing,
combined with multicasting for notification, resulting in scalability. Also these requirements
satisfy data integration solely, through the use of a federated approach to data management. A
federated approach to data management does not specify the creation of an overall data model,
instead, each service is responsible for the consistency of their own data.

Valetto and Kaiser [VK95] describe a wrapping strategy for the incorporation of CASE tools
into a process-centred CASE environment, called Oz. The authors describe three strategies for
wrapping: ”White Box”, where a custom tool is implemented; ”Grey Box”, where a tool provides
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an API as a controlling interface; and ”Black Box”, where control of the tool is achieved via
an ”envelope” such as a protocol for control. The authors address ”Black Box” wrapping and
describe the Shell Envelope Language (SEL), a scripting language to control tools, and conclude
that their model is best suited to asynchronous groupware.

Reiss [Rei96] describes the Desert software development environment, an enhancement of an
older system called FIELD (previously discussed by Brown [Bro93]) that attempts to explore
broadcast messaging. Reiss believes that messaging typifies control integration and that messag-
ing gives the impression to the user of a seamless environment. This contrasts with the actuality
of such a system, as it has no notion of history or context, and therefore lacks extensibility. The
Desert environment also attempts to address problems of data integration via the provision of
hypertext links to connect artefacts across the software engineering process. This provides a
single view of the whole system via a single dynamic document, and as a result, presents to the
user an open environment. Reiss suggests that the implementation of control integration is not
enough to provide complete integration on its own, due to the lack of any temporal dimension,
and instead enforces the requirement for all tools to operate within a common framework. Reiss
suggests that the implementation of data integration is achieved by the use of a common data
store, however, this is difficult to manage due to the amount of data needed to be stored, and
the lack of a common representational format. Reiss concludes that the trend within software
development environments is for the use of control integration, combined with a specialised data
repository.

In this section we have seen a variety of approaches to tool integration, with some studies
carried out as to the suitability of various approaches. There is a divergence in the papers
presented here, as most authors attempt to classify and recommend an appropriate approach.
Yet Bischofberger et al. have suggested a larger problem with the realisation that integration to
provide the best environment is not necessarily enough, or even desirable. Bischofberger et al.
realise that the software process is both complex and creative, and any software environment
must be both sufficiently well defined to reflect a particular method, and yet be flexible enough
to allow modification and support creativity. If the production of software is a complex and
creative process, what is the most appropriate level to integrate tools to, to support such a
process?

3.3 Standards for Tool Integration

Wasserman [Was89] concluded by stating that tool integration must be achieved through the
adoption and implementation of standards. So, in this section, four papers are described that
discuss standards, and efforts to standardise integration data formats and methods. If we can
describe the dimensions of tool integration, and we can discuss some of the techniques that
implement tool integration, then surely there must be efforts to describe standards for such
processes?

Michaels [Mic93] describes the ANSI efforts to standardised tool integration techniques. Damm
et al. [DHTT00] discuss the use of XMI as an integration enabling technology. The IEEE [11703]
proposed a standard for tool interconnections, and finally Stoeckle et al. [SGH03] describe efforts
to address the issue of data conversion.

In Michaels [Mic93], the state of the art with respect to Tool Integration in 1993 is described
and in particular, the work of the ANSI CASE Tool Integration Models Committee is described.
This committee recommended that efforts should be focussed towards producing solutions to
implement control integration. Michaels suggests that integrating tools using ”Plug and Play”
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has not been fully realised, and continues by reviewing the various industry attempts to define
common standards to realise this goal. Michaels describes a proposed architecture, based on
message-passing that uses requests and notifications, conforming to a standardised ”service-
gram” which makes use of a defined structure and meaning. Michaels concludes by assessing
the level of conformance to this proposed model by existing tools, and suggests that integration
in future would be better achieved if all tools were designed and built using the same abstract
architecture.

Damm et al. [DHTT00] (including Hansen who continued to work in this area in a subsequent
paper [Han03]), explore integration issues with XMI and component technology (for example
COM), by building an electronic whiteboard system. The authors were able to explore issues of
asynchronous communication with shared data, and synchronous communication with separate
data, using a multitude of architectural styles and separate components. Damm et al. were able
to carry out experiments to evaluate different possible architectures, and were able to suggest
that a standard interchange format was required, with the conclusion that the UML meta-model
implemented using XMI was not stable enough for consistent data exchange as data could be
lost. Not only this, but they highlighted the lack of a standard programming interface required
to achieve both synchronous and asynchronous communication and conclude that standards
must be implemented, but that this implementation must be both extensible and flexible.

The IEEE has created a standard [11703] that provides a framework for CASE Tool interconnec-
tions, and is defined in terms of the user, organisation, platform and other tools. This standard
also describes the behaviour between users and other tools, and defines a semantic transfer lan-
guage for the exchange of software descriptions between tools. The author has yet to come across
any instance where this standard has been adopted, including those papers which specifically
discuss industrial experiences of tool integration, included in the next section of this paper.

Finally in this section, Stoeckle et al. [SGH03] concentrate on the exchange of data as a re-
quirement of tool integration, by addressing the conversion to and from formats. The authors
describe experiments using a tool called Pounamu, to explore the problems of data conversion
from the format used by the tool itself, to generic formats such as GXL, to other tool specific
formats such as SoftArch, and also to other rendering formats such as SVG and VRML. The
rationale behind this tool is to exchange software visualisations between environments, and to
enable users to interact with different viewing and editing technologies.

In summary, in this section we have seen the need for standard to implement successfully a tool
integration strategy. Both the IEEE and ANSI have investigated the area and have proposed
solutions and frameworks. Also researchers have investigated the area and have attempted
to propose solutions, and yet there seems to be a failure in the adoption of any specific tool
integration standards at all (as opposed to the adoption of generalised message format standards,
for example XML, which is widespread). We need to examine the industrial experience to find
answers as to why this is so, and to determine what the industrial practices actually are.

3.4 Industrial Experience of Tool Integration

In this section, a selection of papers is discussed that explore the industrial experiences of using
case tools. Whilst the problems in the adoption of CASE tools are explored, a number of the
authors discuss the essence of the software process that such tools attempt to enact, with the
suggestion that design is an intangible process that defies definition. Budgen et al. [BMR93]
identify this problem with enacting a design process. Rader et al. [RMB93] identify the need
to build up experience in the use of tools, instead of treating the adoption of tools as a ”magic
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wand”. Harrison et al. [HOT00] recount the history of tools and suggest that flexibility is
required, but that this is not sufficiently possible with current software technologies. Instead
they map out a vision for the future, whereby flexible software solutions can be generated.
Finally in this section, Kelly [Kel03] takes an alternative strategy, and proposes that the current
range of technologies available to implement solutions for the wide range of customer domains
are not yet sufficiently capable for this purpose, and hence recommends the adoption of a new
modelling language instead.

In Budgen et al. [BMR93], an attempt is made to discover whether current CASE tools inte-
grate with current industrial practices. The authors believe that good design practices must
incorporate an element of opportunism, such that the development of software cannot be fully
defined using a rigid and prescriptive method. The authors suggest that it is unrealistic to as-
sume that all development follows a ”waterfall” pattern, and that not all development proceeds
”top-down”. The authors continue by suggesting that the design of CASE tools reflects how the
methodologies should be used, rather than how designers actually decide to use the method-
ologies. As a result of this belief, the authors set out consequent implications for the design of
more useable CASE tools, with the recommendation that a successful tool must only represent
designs that are capable of being written with a pen and a single piece of paper. Also the au-
thors suggest that tools must provide an interface that reflects the way the designer works, and
not how the data is stored. The authors conclude by suggesting that Wasserman’s [Was89]five
original dimensions for CASE tool integration should be extended beyond the need to provide
simple presentational integration, and to provide a sixth, designer-centred dimension, termed
”Cognitive Integration”.

In Rader et al. [RMB93] an in-depth examination of the state-of-the-practice with use of CASE
tools is described. They suggest that the current state of research into CASE tool integration
in 1993, is far in advance of the actual take up and use of CASE tools in the workplace, and
contend that any future research that does not take this fact into account will not be soundly
based. The authors start by precisely defining terms, as they have discovered that a common
terminology is not used and understood, for instance they differentiate between integration
and tool integration. The authors have identified that CASE tools are typically used either
as a documentation aid, or as a code generator, or as a mechanism to enact a wider software
cycle. Rader et al. characterise existing tools as not totally reliable, requiring tailoring for each
customer, and not offering sufficient support for ”programming-in-the-large”. Also noted was a
significant gap between the claims made for the alleged ease of integration, against the practical
realisation of intended integration, with significant customisations usually required to effect this
requirement. It was also found that no standards were being used for integration instead data
exchange is usually achieved using proprietary vendor supplied mechanisms. No instances of
”plug-and-play” were observed. Users of CASE tools were forced to assess the organisational
impact of these tools, to the extent that new structures and groups were being created to support
them and their processes. Tool vendors were found to be difficult to work with, with upgrades
a particular problem.

In conclusion, Rader et al. suggest that most organisations can be placed within a five level
spectrum that describes the level of CASE tool adoption, ranging from: isolated CASE tools;
clusters of CASE tools; framework-based Integration; loose Integration of CASE clusters; and
finally, a complete integrated CASE environment. The authors place most organisations at
either the first or second levels, with some taking the first steps towards achieving the third and
fourth levels, whilst the fifth level is viewed as a distant future target. The authors suggest that
whilst most current research efforts are focused towards achieving this goal, this effort may be
misguided. Instead, they suggest that organisations must develop a CASE ”pedigree”, typically
with years of incremental experience in the use of such tools and associated frameworks. The
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authors finish by suggesting that better metrics for this domain need to be defined and then
collected to enable credible tool comparisons to be made, thereby allowing the best fit between
a tool and a users requirements to be achieved (It is worth noting the similarities between
this five level classification scheme for CASE tool adoption, with Brown’s [Bro93] five level
classification scheme for the degree of tool integration, as discussed in a previous section. Rader
et al. discuss operational use of CASE tools, whereas Brown discusses how this usage of CASE
tools is actually achieved. Another opportunity for research in the field becomes apparent with
these classification schemes, in order to determine what the relationship actually is between
these schemes).

In a position paper written in 2000 by Harrison et al. [HOT00], the authors describe the then
current ”state-of-the-practice” within software engineering tools and environments. The authors
review the history of tool usage in software engineering, and suggest some future research goals
and directions. The authors start by suggesting that the use of tools to perform software en-
gineering is pervasive, and cannot be achieved without them. The authors trace the history
of tool usage from stand-alone tools that were able to be combined within the UNIX environ-
ment, through to programming support environments (PSEs) that support coding activities, and
on to software engineering environments (SEEs) that support a particular lifecycle, including
features such as traceability, interaction, and a repository. The authors note a trend towards
the support for multiple views within software environments, and ultimately to the develop-
ment of process-centred software engineering environments (PcSEEs), developed in the light of
Osterweil’s seminal paper [Ost87] on the Software Process.

Harrison et al. identify key challenges for software engineering environments, for example the
issue of integration of tools, processes, artefacts and views, and they continue by stating that
the current state-of-the-practice within software engineering falls some way short of the possible
state-of-the-art, chiefly because environments are still tied to a specific context. This contextual
problem is where the tools implement concepts that are transferable to other contexts but
the tools themselves are not transferable. For example, a tool might require the presence of
supporting facilities that are not used directly by the user, but are required to ensure that the
tool functions as required. The authors suggest that this is the key challenge for integration, to
find ways to integrate tools to then be used in new contexts, using themes such as adaptation
and integration, as opposed to standardisation. This requirement to adapt and evolve is not
currently achievable in present day software systems, as anticipation and pre-planning are hard
to justify and to implement, particularly in rapid application development (RAD) approaches,
and re-engineering is error prone and costly. Also software products must be delivered as fast
as possible in order to capture new markets, often with a poorer quality product, rather than
waiting for an all encompassing and complete product. Harrison et al. have coined the term,
”morphogenic software”, which is software that is malleable during its life, like the soft metal
gold, instead of being initially malleable and then brittle in the long term, like clay.

Harrison et al. identify a requirement not only to create software swiftly, but to allow later
adaptation into newer contexts, without any prior knowledge of what those contexts might be.
Harrison et al. continue by identifying a key barrier to the development of malleable software,
being the inadequate separation of concerns [TOHS99]. This is the problem of developing soft-
ware that is itself dependant on the presence of some other functionality. For example, two
relational databases may enact a row numbering scheme in slightly different ways that may
require significant re-engineering for any application software that uses the database. Current
software products are locked-in to particular contexts, hence the phrase the ”tyranny of the
dominant decomposition” was coined [TOHS99]. For instance, functional programs can only
be broken into functions, and object-oriented programs into classes. This is the under-pinning
principle of multi-viewpoints in a software engineering environment, which attempts to elimi-
nate an over-riding compositional ”tyrant”. The authors continue by identifying some recent
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developments and technologies, and how they see that these will address some of the identified
issues. These issues include the deployment of commercial technologies, the management of
concerns and an environment for ”morphogenic” software. Harrison et al. see data integration
using XML as the first step to allowing software to achieve some independence from its context.
XML also allows the issue of reshaping the content from one ontology to another, for example,
from the details of the specific tool used to produce the data and the problem of then adapting
the data to another context.

So as a common language for sharing data between tools is created, a need for access to par-
ticular dialects is required in order to transform data between formats. XML, Harrison et al.
believe, is appropriate for loosely coupled, low bandwidth integration, whereas tightly-coupled,
high bandwidth integration requires the use of a repository. To this end data integration using
Enterprise Java Bean (EJB) technologies, has been designed to allow the deployment of software
that have differing internal models to be used in a common repository. In an EJB, data and its
access methods are separated from the business logic, giving rise to a form of ”Stem-software”,
where software is then deployed in order to realise its implementation in a specific context. The
next technology that can provide control integration is Java Messaging Services, used to provide
a software ”back-bone”. However, the authors suggest that this approach is not rich enough to
achieve sufficient separation of concerns, and instead, suggest that message brokering would be
more applicable. Message brokering examines properties of the message to determine the recip-
ients, dependant on some rules. The authors discuss the management of concerns, and suggest
that research should be undertaken into the best methodology and processes to achieve this, to
address issues of identification, encapsulation and integration. The final section discusses the
domains that the authors consider require the application of non-traditional software engineering
techniques. These include Pervasive Computing (software engineering for constrained devices)
and e-Commerce (typified by COTS software and reuse, to build decentralised systems from a
multiplicity of providers).

Kelly [Kel03] presents a practical experience of tool integration, noting that standards for tool
integration have not been successful (as noted in the previous section), and that CASE tools in
general have not provided the expected panacea for software development. Kelly also suggests
that the adoption of UML as the de-facto design standard has tied the design process into a
particular solution space that is too tightly related to the implementation technologies of the
design. Instead the author suggests that development should be domain specific, using a unique
language developed for the particular domain of interest. Domain-Specific Modelling (DSM)
attempts to provide 100 percent code generation, making low-level design and coding redundant.
Kelly describes a meta-CASE tool, called MetaEdit, which can support any modelling language.
MetaEdit allows control integration by command line argument execution of other tools, and
data integration via a SOAP API, as well as allowing the use of XML for data exchange.
Kelly concludes by stating that the decision to add integration functionality to a tool should
by determined by the amount that the end users need to use the facility. This problem is
compounded by the lack of initial requirements from users until they have seen what is actually
possible to do with a tool. These suggestions add to the previous hypothesis regarding the net
value accruing from increasing the integration level, by suggesting that there is a relationship
between integration level and the usage level of any facility that may be constructed in an
integration effort.

In this section we have seen a brief review of the problems that have arisen in the field when
CASE tools are used and integrated into an environment to produce software. Kelly believes that
tools are too closely associated with implementation techniques in order to provide a solution
mechanism for all domains. Harrison et al. believe that flexibility is the key, not only in the
tools needed to produce software products, but also the software itself is not sufficiently flexible
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to realise this goal. Harrison et al. believe that the software process is software itself, so if a
flexible process is required, then this must be reflected in the flexibility of the final product, yet
this goal of flexibility has so far not been realised. Budgen et al. back up this proposal, with
the suggestion that generic design should be at the heart of the software engineering process,
and that this must be take into account when integrating tools. Rader et al., in examining the
state of current commercial tool integration, suggest that experience in the integration of tools
to provide an environment is more important than adopting a specific solution.

What frameworks and architectures are available for tool integration? Have any of these iden-
tified requirements been tested in candidate frameworks? Are these requirements realisable in
any commercial or research frameworks?

3.5 Frameworks for Tool Integration

In this section, twenty three papers are examined that refer to and describe specific frameworks
for tool integration, or comparisons of various frameworks.

Fromme and Walker [FW93] describe the SoftBench framework, based on the ECMA ”Toaster”
model for creating software development environments, that allows tools to the ”plugged” in ,
depending on user requirements, which uses a broadcast message server (BMS). The BMS acts
as a central point of communication, built directly on top of the sockets interface. Integration is
achieved using the ”Encapsulator”, which allows tools to be wrapped as objects that can then
be used in the environment and controlled by the BMS. Therefore using SoftBench allows a
customised environment to be built out of tools, which provides a degree of flexibility.

Bao and Horowitz [BH96] present a novel approach to integration with the use of Commercial-
Off-The-Shelf (COTS) products. The authors believe that existing integration frameworks pro-
vide either ”White”, ”Grey” or ”Black Box” approaches to integration only, and that this must
be updated to incorporate support for COTS products. The authors suggest that a dynamic
framework is required which consists of four parts: a dynamic integration model which sepa-
rates the relationships from the tools themselves and provides a dynamic binding mechanism;
a method that uses non-traditional interfaces for tool integration such as graphical user inter-
faces and system interfaces; a tool integration language (TIL) that can access a tool through its
interface; and finally, a tool integration server system (TISS). The resulting framework is based
on imitating a user interacting with a tool through a GUI. The overall effect of this approach
is not to integrate the tool into the framework, but rather to integrate the framework into the
environment. To support this architecture, the authors have created a dynamic integration
model which separates out relationships from the tools, with the relationship treated as a sepa-
rate entity having semantic meaning as well as physical identity, with the result that tools are
invoked indirectly. Control integration is achieved by monitoring the GUI system itself. Data
integration is achieved by using a repository. Bao and Horowitz conclude that this framework
has a number of advantages including no requirement for special interfaces, the modelling of
relationships between tools decouples the integration policy from the mechanisms.

Harvey and Marlin [HM96] [HM97] describe a method for comparing integration frameworks that
use control integration techniques to achieve integration in order to assess the expressiveness of
the integration on offer. Harvey and Marlin start from the basis that a semantic model could be
used to assess the integration available. This model has five layers, from the information struc-
tures themselves, the communications substrate, primitive operations, higher-order operations,
and finally the descriptions of the integration devices themselves. The authors then used this
model to build an algorithmic description of the events corresponding to each inter-tool commu-
nication feature, which describes the semantics of the inter-tool communications themselves. A
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mapping was defined for both the SoftBench and FIELD frameworks, in order to compare the
two. One of the conclusions reached was that SoftBench did not include a synchronous messag-
ing facility, as it was intended for purely user driven integration, with all operations visible to
the user. This contrasts with the FIELD system where asynchronous communication is possible
due to its tool-centric design.

Chung et al. [CCS+98] present a method to integrate tools using knowledge engineering tech-
niques. The authors start by describing three ways to integrate tools in a software engineering
environment, ”Brute force” involving translation of data between tools, ”Vendor dependant”
involving buying all your tools from one vendor, and ”Vendor independent” allowing tools from
different vendors to be used together. Chung et al. suggest that no current tool integration
product covers all these levels of integration, hence their creation of an architecture called the
tool integration platform (TIP). TIP consists of five elements, including a message server, an
interface, an integration inference engine, and inference rules stored in a repository.

Maguire et al. [MMM99a] [MMM99b] describe the various options that are available to designers
and builders of embedded systems that need to use an integrated software development envi-
ronment, a specialised field with few suppliers. The authors survey the requirements for such
a development environment, and conclude that no commercial tool is available that satisfies all
possible requirements. Maguire et al. then continue by discussing three architectural possibil-
ities for a development environment, being ”Closed”, ”Open” and ”Distributed”, and discuss
advantages and disadvantages of each. The authors decide that a distributed object approach is
suitable for embedded systems design, and is best implemented on a Windows platform, using
COM as the messaging medium for dynamic communication, with standards-based methods for
static communication.

Grundy et al. [GMH00] describe a component-based software development environment, and
suggest that component-based architectures are highly reusable, externally controllable, and
are easily extended and integrated into other tools. The authors also believe that component-
based tools show a correspondence to canonical and message-based architectures, and that this
allows more effective data and control integration. Grundy et al. continue by suggesting that a
number of key design choices must be addressed if this architecture is to be selected, including the
appropriate selection of components, design of common components, design of external facing
components, tool provision, and integration and deployment support. The authors conclude
by suggesting that whilst this approach is easier to build and easier to integrate, the resulting
systems are let down user interface problems and a lack of inter-component event and operation
mappings.

Khare et al. [KGO+01] suggest how XML should be used in architecture-centric integrated
development environments, in order to aid to tool integration. The authors suggest that envi-
ronments have progressed from repository-based approaches, through process-based approaches
to the current architecture-based approach. In an architecture-based approach, the evolution
of software is controlled throughout the lifecycle by using architecture descriptions as ”its pri-
mary unit of discourse”. In this approach, repositories and automated processes are assumed
to already be present, so the focus moves to the design, evaluation, instantiation and editing
of architectures. Khare et al. suggest that tool integration should now be achieved by using
an open hypertext web to represent the entire product. To this end the authors have devel-
oped various flavours of XML, and suggest that their environment is a technological update to
FIELD [Rei96], and conclude by suggesting that the use of XML encourages reuse, allows the
easy incorporation of multiple architecture descriptions, and allows hyper-linking.

Wilcox et al. [WWR+03] describe the Ophelia project that aims to provide support for inte-
grating heterogeneous tools by defining a set of standard interfaces to access and operate on
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the artefacts that tools produce. Ophelia has several added value services including traceability,
event notification, event driven metrics and knowledge management. The Ophelia architecture
consists of four layers, and provides a trace facility, called ”Traceplough”. Wilcox et al. do recog-
nise that traceability has not been studied in practice, however they describe the management
of event driven metrics, where an artefact changing causes the creation of new metrics.

Freude and Konigs [FK03] describe an integration framework to provide both control and data
integration, that leaves the management of the artefact data to the tool itself, and concentrates
on specifying functional dependencies. XML is used to exchange the tools’ data, with reference
objects used to represent each artefact managed by a tool, and consistency relations used to
navigate between objects. The overall approach is realised by implementing an API that is
similar to the Java Metadata Interface. The repository is then visualised to allow the user to
understand the structure of the project, together with its dependencies.

Hansen [Han03] (a co-author of Damm et al. [DHTT00], now here writing on his own) presents
an initial introduction and background to a tool integration strategy based around activities,
rather than concerns. ”Activities” are taken to be those actions and situations that take place in
system development, typically realised by the application of techniques, for example, unit testing.
This contrasts with ”Concerns” being objectives of system development, for example, analysis or
design. Hansen believes that one activity may contribute to more than one concern, and therefore
the provision of tool support for concerns is problematic, and that tool integration should instead
concentrate on integrating tools to support specific activities. The author concludes that a type-
based ”publish and subscribe” mechanism should be used to realise tool integration, with the
result that the publisher is decoupled from the subscriber in the dimensions of time, space, flow,
and data.

Altheide et al. [ADDK03] describe a sustainable architecture for tool integration, by suggesting
that users of an integrated development environment are looking for the ability to exchange data,
maintain consistency, and support automatic process integration, as well as sufficient flexibility
and extensibility. The authors suggest that a common interface for controlling tools is a better
approach, and that it is inevitable that there will be a trade-off between the functionality of
the integrated environment, against the sustainability of the environment over the long term.
A single interface allows a more uniform mode of interoperation between tools, and makes
use of an information backbone, to which tools are connected via an adapter. This approach
allows the federation of tools to be treated as a service provision mechanism, by segmenting
functionality into reusable blocks within a framework. This approach encourages the creator of
the environment to adopt a ”plug and play” mentality for the creation of an environment.

Karsai et al. [KLN03] follow up previous works [Kar00], by describing a pattern-based approach
to tool integration. The authors suggest that tool integration is difficult to achieve within
the domain of embedded systems, due to the multiplicity of tools that are used, and remains
a recurring issue. The authors attempt to solve this problem by the use of a meta-model
based approach to allow for model transformations. Meta-models are created for the input and
output models, in order to abstract the syntax and to ensure well-formed models. A model
is then created for the semantic mapping between the input and output domains, which is
incorporated into a semantic translator. The methodology is used in a reusable framework,
either by integration based on integrated models, or integration based on process flows. The
authors suggest that change propagation is much more appropriate in the process flow approach,
as the integrated data model for full integration requires as many bi-directional translators as
there are tools to be integrated. The process flow approach uses pair-wise tool integration,
and requires fewer uni-directional translators as there are tools. The integrated data model
is suitable for integrating no more than three tools, whereas the process flows approach can
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integrate successfully up to six tools, as change is always localised to those two tools that share
a model, instead of all tools that share a common model.

Margaria and Wubben [MW03] describe an Internet based approach to tool integration, via the
electronic tool integration (ETI) platform. ETI allows users to find out about tools, execute
them discretely, and to combine tool functionality to generate scripts that can then be run
sequentially. ETI also allows tool users to sample the variety of available tools, and providers
to promote their wares. Therefore, ETI provides a tool repository, which the authors intend to
modify to take advantage of newer technologies. Margaria and Wubben suggest that current
integration architectures are not sufficient as the burden of integration falls on the tool providers.
However, tool providers believe that it is not their job to integrate tools, instead believing that
infrastructure providers should build integration mechanisms. Therefore Margaria and Wubben
intend to provide tool registration mechanisms, via an XML-based tool description language,
with the architecture executable via SOAP.

Desikan and Bulusu [DB03] describe a framework for developing dynamic model-driven transla-
tion and transformation tools, by using a translation modelling language within a framework that
provides tools and APIs. The hypothesis behind the Sankhya translation framework (STF) is to
tackle the problem of data conversion between formats (Sankhya is the name of the company for
whom the authors work). Sankhya translation modelling language (STML) is used to model lan-
guage grammars, document schemas, and translation and transformation rules, and can be used
to establish equivalence between representations of the same information held in different mod-
els. The framework has been compared by Desikan and Bulusu to XML, XLST, and grammars,
and it is suitable for use in the development of data integration tools, model-driven program
translation tools, natural language translators, and finally model-driven document servers.

Jin and Cordy [JC03] attempt to provide a means to integrate program comprehension tools, as
they believe that no single tool exists that provides all the functionality needed by the software
maintenance community. Jin and Cordy hypothesize that previous attempts at integration in
this field have concentrated on a data-centric, and therefore a necessarily prescriptive approach,
and that it would be better to share services. This non-prescriptive service sharing approach
would take advantage of commonalities between tools, instead of exchanging data in a prescrip-
tive fashion. The authors suggest a 3-tier architecture consisting of a fact extractor, a repository
together with an analyser and a visualizer module. The authors decided to use a domain ontol-
ogy approach to provide a common vocabulary across tools, and conclude that work has started
towards the creation of a tentative ontology.

Boldyreff et al. [BNR+03] suggest that globalisation is having a significant impact on software
development and this, combined with the increasing longevity of software products, has increased
the need for collaborative software engineering approaches. Two approaches are explored in this
paper, being Ophelia [WWR+03] and Genesis. Genesis is an open-source platform to support co-
operation and communication combined with an artefact management module, whereas Ophelia
has a similar aim, but concentrates on products, by providing a set of core interfaces to support
interoperability between different tool categories. Ballarini et al. [BCG+03] discuss Genesis in
more detail, describing two principles that have driven the design of this system, being: a design
based firmly on defined user requirements for cooperation, collaboration and coordination; and
an integrated conceptual approach, considering process management, artefact management, re-
source management, and event management all together. Aversano et al. [ACL+03] describe the
workflow management system within Genesis, consisting of a process definition tool, a project
management tool, a workflow engine and a work-list handler. Nutter et al. [NBR03] present yet
another paper on the Genesis project, concentrating on the Open Source Component Artefact
Repository (OSCAR) that interoperates with the workflow management system. Oscar pro-
vides extra capabilities to standard workflow systems, by providing a unified namespace for all

15



artefacts and treating all data controlled by Oscar as an artefact. All functions within Oscar
are provided by existing third party open source applications, with meta-data stored together
with the artefact itself using XML. Smith et al. [SWDW03] again describe Ophelia, this time
concentrating on the traceability layer that enables users to manage the change process using
notification and synchronisation mechanisms for artefacts. The traceability layer uses CORBA
objects to represent artefacts in the software engineering process. This layer then manages
the relationships between the objects by using graph-based mappings on the metadata of the
objects.

Eikemeier et al. [ELBL03] present a peer-to-peer collaboration application targeted at large
teams working together to support software engineering tasks. The authors believe that In-
stant Messaging is not sufficient for this type of work, and that distributed applications working
in dynamic physical environments discourage the take-up of centralised process-oriented plat-
forms. The authors propose the requirement for light-weight tools to support dynamic ad-hoc
collaboration, and describe such a tool built using JXTA. The authors describe how messaging
technology is not yet sophisticated enough to support proper knowledge management, in both
elicitation and sharing, and continue by describing various peer-to-peer technologies. Eikemeier
et al. identify three principles for any potential system: resource sharing; servers that can act
as clients; and a topology that can be dynamic.

In this section we have a seen a selection of frameworks for the integration of tools. Several
key features can be identified in these papers, firstly the rise and rise of XML can be noted,
chiefly in this instance as an enabler for data integration. Whilst XML and repositories are two
approaches that have been identified to answer the data integration approach, no feasible and
consistent approach has been defined for the dimension of control integration. There seems to
be a paradox between the specificity of any communications infrastructure, be it synchronous
or asynchronous, and the flexibility and adaptability of any approach that attempts to model
the software process. How can a system use a tightly defined communications service, and yet
allow for maximum flexibility in the design and implementation process? Is this not a question
without an answer? Can we define an environment that squares this circle? The next section
illustrates a number of attempts to answer this conundrum.

3.6 Process and Tool Integration

In this section three papers discuss process-centred software engineering environments (PCSEs).
Researchers have attempted to model the entire software process, or provide facilities for or-
ganisations to model their own process, and thus integrate all the required tools, facilities and
procedures to build an all encompassing environment for every possible development situation.
In Marlin et al. [MPMH93] the PCSE called Merlin is described. Gautier et al. [GLST95] de-
scribe the Boost Project, and finally Chen and Chou [CC99] discuss the problem of consistency.

In Marlin et al. [MPMH93], a mechanism is described that has been created to integrate a
process-centred software development environment, Merlin, with an integrated software devel-
opment environment, MultiView. The authors suggest that tool integration research in 1993, is
focused on two areas, these being the provision of a highly integrated set of tools for a particu-
lar life-cycle phase, or the loose integration of tools to provide support over a range of phases.
Marlin et al. propose that MultiView is an example of the former, with Merlin an example of
the latter, and that an attempt to integrate both of these provides a worthwhile experiment.
The authors describe an integration architecture that makes use of an adaptor to provide 2-
way communication between the tools via customised control protocols. Marlin et al. conclude
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that the experiences in this paper could be used to define a general model for tool integration
mechanisms, which is a goal for further work.

Gautier et al. [GLST95] discuss their experiences of service creation environments in the Boost
project, which considered tool integration both by encapsulation as well as direct tool commu-
nications. The authors start by discussing the Wasserman themes of integration [Was89], but
suggest that process integration should be more deeply defined at the carrier, lexical, syntax,
semantic and method levels [Bro93]. Gautier et al. relate their experiences with encapsula-
tion by suggesting that success depends on factors such as the presence of an API, consistent
user interface, the complexity of a tool inputs and outputs, and suggest that the Tool Control
Language (TCL) realises this goal, by the encapsulation of any required tools.

Chen and Chou [CC99] describe a monolithic approach to the problem of consistency checking
throughout the development process, by creating a new language to define the inter-relationships
between artefacts that trigger actions. Chen and Chou describe an environment for such a
system, based on the client server model, designed around the wrapping of Java classes.

In this section we have seen attempts to create sophisticated environments that provide an
environment based on the whole software process. Yet issues of consistency still remain to be
addressed if such a goal is to be realised successfully. Also we can see that encapsulation of tools
is another approach similar to some of the examples in the frameworks section. However, process-
oriented approaches are not yet sufficiently flexible and adaptable to be offered commercially in
the marketplace.

3.7 Modelling Techniques for Tool Integration

In this final tool integration specific section, model-based approaches to tool integration are
discussed by Karsai [Kar00], whilst Mi and Scacchi [MS96] discuss meta-modelling. The authors
here intend to take a step back from the traditional approaches to tool integration.

Mi and Scacchi [Kar00] present a knowledge-based meta-model for the various objects that
appear in software development models (SDMs), including tools, known collectively as a unified
resource model (URM). Mi and Scacchi suggest an ontology for a URM that can then be used
to integrate the components into a defined resource.

Karsai [MS96] takes a model-based viewpoint on tool integration. In this approach models of
each set of data held in each tool are represented in terms of the semantics and behaviours of
the tools and the transformations between them. The aim is to extract tool characteristics that
can then be used to generate software components which solve the integration issue. The author
summarises previous integration efforts by saying that any integration solution must cost less
than manual translation, must be scalable, and requires deep semantic understanding of the tool
itself. The author has created an approach that addresses the issue of semantic interoperability
to solve the mapping problem, by creating an integrated data model and mapping each set
of data to this model. The architecture consists of a semantic translator providing semantic
mappings, with a tool adapter providing syntactic mappings, with the model transported from
tool to database via CORBA middleware. The author has then used design patterns to generate
automatic facilities to create new adapters and translators for new tools. Karsai contends that
this system has successfully addressed data integration issues, but not event-based integration.

Here we have seen model-based approaches to tool integration discussed. Karsai makes a valu-
able point about the effectiveness of any integration solution, as any solution is only worth
implementing if the cost of the implementation is less than the cost of the manual process it is
intended to replace.
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3.8 Other Supporting Material

This section contains a brief review of other important and interesting material that relate only
indirectly to tool integration, but whose concepts have been discussed, or have been referenced
in some of the previous papers. These additional texts are included here as further background.

The papers in all the previous sections have discussed issues such as the nature of the software
process, which is discussed further here in papers by Osterweil [Ost87] [Ost97], and concerns,
being alternative ways to view software as discussed by Tarr et al. [TOHS99]. Also included in
this section is a brief discussion on books that have been referenced in the papers discussed in
the previous sections. Brooks [Bro95] discusses the nature of software development, De Marco
and Lister [ML99] discuss the management of the software process, and finally Raymond [Ray01]
discusses open source software development and its impact.

A number of previous papers have dealt with process-centred software engineering. In a seminal
paper on the software process [Ost87], Osterweil attempts to address the issue of software quality
by examining the nature of the software process. Osterweil believes that a process is defined
to be the systematic approach to the creation of a product or accomplishment of some task. A
process is distinct from a process description, as the execution of a cooking recipe is distinct from
the recipe itself. So a process description can be thought of as a type or class, whereas a process
is an instance of that class or type. Problem solving is usually addressed with the creation of
a process description, and then instantiation of that description to solve a specific immediate
problem. Processes are dynamic, in contrast to process descriptions which are static. Likewise
programs are ”easy” to understand, whereas program executions are dynamic and less easy to
comprehend. Osterweil contends that this observation seems to more appropriately model the
human ability to reason, however this approach has not been generally adopted when attempting
to understand computer software problems.

Osterweil suggests that the software development community would like its activities to be
considered on a par with manufacturing activities. On the surface, software development would
seem to be such a process, but the product is intangible, and there is no tangible process
description. As a result, humans have difficulty reasoning about software products. This leads
to a paradox about software development in that detailed, specific and tangible descriptions
of the software process are required because the products are large, complex and intangible.
Osterweil states that while the processes used to create software lack definition, it is remarkable
that a successful product is ever created in the end! Therefore as a result, human process
description, instantiation and execution capabilities must be very powerful, suggesting a high
degree of internal improvisation on the fly. The hypothesis of Osterweil’s paper is that these
internal mechanisms and procedures should be externalised, thereby producing a quantum leap
in productivity.

Osterweil suggests that programming techniques should be used to express software process
descriptions. Just as an application programs takes input data, which is stored and transformed
into output data, so to does a process program. A process program typically takes some input
data, which is stored and transformed into output software objects or products. Osterweil’s
paper includes the following quote, which neatly describes the process of software engineering:

”Thus process programming is a more indirect activity. Its goal is the creation of
a process description which guides the specification and development of an object
which in turn guides the specification and development of another object which
solves problems for end users. This doubly indirect process must be considered to be
particularly tricky and error prone. It seems, however, to be the essence of Software
Engineering”.
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Osterweil continues by discussing how his hypothesis may be realised and what avenues for
research could be followed. The implications of this approach include the fact that different pro-
cess descriptions could be used to produce similar software products. Also, Osterweil contends
that there is no ideal software process description for any particular task, and finally, software
process descriptions should be subject to the same testing and evaluation rigour as programs
themselves.

Osterweil concludes by suggesting that software process studies should be started, together
with research into suitable languages for describing process programs, as well as research into
suitable metrics, and re-use. The most relevant suggested research topic here, is the suggestion
that further research is needed into architectures for process programming. Osterweil suggests a
novel architecture, typified by a hierarchy of types (or classes) that are operators to create and
transform software objects.

Osterweil revisited his original paper in 1997, 10 years after it was first published, in an attempt
to clear up many points in the original that have generated controversy [Ost97]. Osterweil
concludes that there is little agreement on what software actually is, likewise for programming
or process. So the debate as to whether the process of producing software and software itself
are essentially the same, becomes a philosophical question. However, Osterweil does provide a
starting point for those that are interested in research into the software process, as he reviews
developments in the field.

Tarr et al. [TOHS99] discuss solutions to the problem of separation of concerns, as mentioned
by Harrison et al. [HOT00]. Separation of concerns means the separating out the different
computational aspects that are contained within a single program. Therefore, logic is separated
from database access, with interface handling separated out, and so on. Therefore the difficulty
for computer scientists here, is that different programming languages have a dominant concern
that makes this separation difficult or impossible to achieve. Tarr et al. support their suggestion
for a new approach to this requirement by illustrating their arguments with an example based on
a theoretical software engineering environment. They introduce the concept of a ”Hyper-slice”
that cuts across all programs in a system, and separates out the functionality of each system,
according to type. This approach, they suggest, better supports a more productive software
engineering environment. Tarr et al. continue by describing other related areas of work that
they believe use concepts that they have developed, including, subject-oriented programming,
aspect-oriented programming, adaptive programming, and viewpoints.

Brooks’ book of essays on software engineering [Bro95] contains many seminal works that are
often referenced by the community. Brooks wrote these essays as the culmination of his extensive
commercial experience in developing software. Two key papers from this book stand out, being
”The Mythical Man-Month” and ”No Silver Bullet”. In ”The Mythical Man-Month”, Brooks
defines the characteristics of the software artefact, and continues by discussing the consequences
of these characteristics for the management of software production. Brooks’ key contention is
that software production is a creative process and that therefore it cannot be ”productionised”
like a hardware product. As a result, Brooks contends that effort and time cannot be directly
traded-off, as in a manufacturing process. In ”No Silver Bullet”, Brooks suggests that there
will be no particular technological development can be applied to the software process that
will result in massive productivity gains, due to the features particular to software and its
production. Brooks’ book is often quoted, and many of its axioms have yet to be refuted, so
much so that many software engineering practitioners appear to have accepted many of his key
contentions. Conversely, many commercial enterprises seem not to have learnt many of the key
lessons discussed in this book, 30 years or so after the publication of the first edition, as ”Silver
Bullets” continue to be marketed.
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De Marco and Lister’s book [ML99] is another significant work, but this time focused on the
management of projects and teams. De Marco and Lister contend that software production is an
intellectual activity, and must be managed accordingly. The authors prime concern is the fact
that people are the primary contributors to the production of software, and that this fact is not
sufficiently well recognised, giving rise to mechanistic management styles and attitudes, when
a more holistic and people-oriented approach would be more applicable. De Marco and Lister
debunk many myths that are encountered in day-to-day office practice, and suggest that current
management practice needs to be turned on its head to enable the most effective environment to
be created for the production of high quality software. It could be argued that this book brings
a management focus to the original proposition from Brooks regarding the nature of software
and its production.

Finally, in Raymond’s book of essays [Ray01] the open source phenomenon is discussed. Ray-
mond contends that the cathedral of a monolithic, single company producing a software artefact
for sale, is at odds with the most efficient and effective means for producing software, namely
the ”bazaar” of the open source movement. Raymond suggests that the main revenue stream
for the software industry in reality, is the maintenance of software and the provision of support
services, rather than the production and sale of new software. To this end, Raymond suggests
that peer-review is a better method of discovering errors, instead of delivering error-strewn code
that the users have to put up with for indefinite periods of time whilst a single organisation
attempts to provide solutions to customers in timescales of their own making. Raymond sup-
ports his arguments with discussions regarding the hacker phenomena, gift culture and economic
models to support the open source argument. Raymond believes that the open source movement
will ultimately produce software that people want, that is swiftly corrected, that is effective and
efficient to produce.

In summary, it could be argued that recognition of the particular peculiarities of the production
of software, as expounded by Brooks, together with the consequent recognition of the intellectual
effort required to produce software as claimed by De Marco and Lister, reaches its zenith in
Raymond’s evangelising of the open source movement. Software is produced by some people for
other people, and requires an intellectual process to elicit, define and produce. If high quality
systems are required, peer-review is best suited to eliminate errors, being created within suitably
supportive physical and logical environments. Osterweil supports this argument with his work
on the intangibility of the software process, and human attempts to reason about such processes.
Osterweil identifies the double indirection at the heart of software engineering, and points to
the intellectual capacity needed to reason about this process and the products that it produces.
Tarr et al. confirm this difficulty in a human’s inability to easily reason about these software
products.

4 Conclusions

To conclude this paper some key issues that recur in the reviewed papers are briefly summarised
here.

There have been a number of attempts to classify tool integration in software engineering envi-
ronments. These attempts have resulted in research efforts to determine the most appropriate
mechanism to achieve an integrated environment. Standards have been set down for integration,
and yet the industrial experience has not confirmed that these efforts have been worthwhile. In
fact, the industrial experience seems to provide evidence that there is no ideal software engineer-
ing environment available for every situation. Not only this, but this effort to provide solutions
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using the dimensions of tool integration, has resulted in a lack of understanding in the field
regarding the essence of the software engineering process. Research efforts have identified that
software production is an immature engineering discipline, lacking definition and substance.

It is generally agreed that the production of software is a creative an intellectual process that
defies systemisation, with the result that any work towards the goal of defining absolutely a
process-centred environment for all software engineering situations is therefore, a futile exercise.
Yet frameworks and solutions continue to be designed and put forward, at the same time as
there is little evidence gathered and presented that supports their adoption as an effective and
efficient tool to enable the software process. Indeed, it has been suggested that experience in
the use of tools and their integration is more important that adopting a complete suite of tools
that are already fully integrated. Further research is surely misdirected if further efforts are
spent determining ”better” and more comprehensive integration mechanisms, without a proper
understanding of their impact?

Research efforts must be directed at understanding what is the most effective and efficient
integration solution to enable a particular organisations’ software process. It must be determined
whether an enhanced integration effort provides a measurable productivity effect, or whether
a less integrated solution is sufficient with experience being the key to enhanced productivity.
Tangible and concrete evidence must be found to support the marketing claims for the adoption
of new tools in order to change fashion and fancy as determinants within tool procurement
strategies of organisations.

Appendix

A Glossary

Cognitive Integration: Cognitove Integration of tools is concerned with the degree to which
tools are integrated to mirror the tool users design metaphors. This integration dimension
matches and measures the creative design process with the tools that are used to realise
the desired artefacts.

Control Integration: Control Integration of tools is concerned with the degree of interoper-
ability of software tools. This integration dimension measures the degree to which tools
can inter-communicate successfully.

Cooperative Software Engineering: Cooperative Software Engineering extends traditional
software engineering approaches beyond the coordination of tasks, by encompassing a de-
gree of cooperation between parties to a software process. Cooperation can either be
a formalised exchange of artefacts according to an agreed set of rules, or a completely
anarchistic and informal exchange between project stakeholders. Cooperative Software
Engineering attempts to mediate these formal and informal exchanges between stakehold-
ers, within a software engineering context.

Data Integration: Data Integration of tools is concerned with the degree of data interchange
between tools. This integration dimension measures the degree to which data can be
exchanged and understood between different tools.

Domain Specific Modelling: Domain Specific Modelling attempts to provide the software
artefact creator with a completely generated artefact, without the need for any coding
whatsoever. Instead a unique language for artefact creation should be created for each
and every domain of interest that the artefact creator may need to create software for.
This language will then realise all artefacts for this specific domain.
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Platform Integration: Platform Integration of tools is concerned with the degree of usage of
common service frameworks between software tools. This integration dimension measures
the degree to which tools use the same or similar service frameworks.

Presentation Integration: Presentation Integration of tools is concerned with the degree to
which user interface metaphors and styles are shared. This integration dimension measure
the degree to which common presentational styles are shared.

Process Integration: Process Integration of tools is concerned with the degree to which tools
are used within a complete and defined software life-cycle or process. This integration
dimension measures the degree to which tools participate in a common, overall sofwtare
process.

Process-centered Software Engineering Environments: A Software Engineering Environ-
ment that attempts to provide integrated tool support for the whole project life-cycle. A
complete software process is realized by activating tools appropriate to the relevant steps
in the process, with the passing of artefacts seemlessly between tools and steps. A Process-
centered Software Engineering Environment typically requires a process language, used to
model a particular software process, unique to each particular organisation. This process
language is used to create scripts that enact particular tasks within the software process,
typically initiating tools to support each task in the process.

Programming Support Environments: Programming Support Environments are federations
of software tools that, when combined, support the process of writing software code.

Software Engineering Environments: Software Engineering Environments are federations
of software tools that, when combined, support a particular life-cycle, typically including
a temporal recording facility, as well as a repository facility for relevant artefacts.
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[MW03] T Margaria and M Wübben. Tool integration in the eti platform - review and
perspectives. In the Workshop on Tool Integration in System Development (TIS
2003), 2003. the 9th European Software Engineering Conference and 11th ACM
SIGSOFT Symposium on the Foundations of Software Engineering (ESEC/FSE
2003).

[NBR03] David Nutter, Cornelia Boldyreff, and Stephen Rank. An artefact repository to
support distributed software engineering. In A Cimitile, A De Lucia, and H Gall,
editors, Cooperative Methods and Tools for Distributed Software Processes, volume
380.222 of RCOST / Software Technology Series. Franco Angeli, 1 edition, 2003.
ISBN 88-464-4774-3.

[Ost87] L J Osterweil. Software processes are software too. In Proceedings of the 9th
International Conference on Software Engineering, pages 2–13. IEEE Computer
Society Press, 1987.

[Ost97] L J Osterweil. Software processes are software too, revisited: An invited talk on
the most influential paper of ICSE 9. In Proceedings of the 19th International
Conference on Software Engineering (ICSE ’97), pages 540–548, NY, May 1997.
ACM.

[Ray01] Eric S Raymond. The Cathedral and the Bazaar. O’Reilly UK, 21 February 2001.

[Rei96] S P Reiss. Simplifying data integration: the design of the desert software devel-
opment environment. In 18th International Conference on Software Engineering
(ICSE 1996), pages 398–407, 1996.

[RMB93] J Rader, E J Morris, and A W Brown. An investigation into the state-of-the-practice
of case tool integration. In the Software Engineering Environments Conference,
pages 209–221, 1993.

[SGH03] H Stoeckle, J Grundy, and J Hosking. Notation exchange converters for software
architecture development. In the Workshop on Tool Integration in System De-
velopment (TIS 2003), 2003. the 9th European Software Engineering Conference
and 11th ACM SIGSOFT Symposium on the Foundations of Software Engineering
(ESEC/FSE 2003).

[SWDW03] Mike Smith, Pauline Wilcox, Rick Dewar, and Dawid Weiss. The ophelia trace-
ability layer. In A Cimitile, A De Lucia, and H Gall, editors, Cooperative Methods
and Tools for Distributed Software Processes, volume 380.222 of RCOST / Software
Technology Series. Franco Angeli, 1 edition, 2003. ISBN 88-464-4774-3.

25



[TN92] I Thomas and B A Nejmeh. Definitions of tool integration for environments. IEEE
Software, 9(2):29–35, March 1992.

[TOHS99] P Tarr, H Ossher, W Harrison, and S M Sutton. N degrees of separation: multi-
dimensional separation of concerns. In Proceedings of the 21st international con-
ference on Software engineering, pages 107–119. IEEE Computer Society Press,
1999.

[VK95] G Valetto and G E Kaiser. Enveloping sophisticated tools into computer-aided
software engineering environments. In 7th International Workshop on Computer-
Aided Software Engineering, pages 40–48, 1995.

[Was89] A I Wasserman. Tool integration in software engineering environments. In F Long,
editor, The International Workshop on Environments (Software Engineering En-
vironments), volume 647 of Lecture Notes in Computer Science, pages 137–149.
Springer-Verlag, Berlin, September 1989. Chinon, France.

[WWR+03] A Wilcox, D Weiss, C Russell, M J Smith, A D Smith, R J Pooley, L M MacKinnon,
and R G Dewar. A corba-oriented approach to heterogeneous tool integration;
ophelia. In The Workshop on Tool Integration in System Development (TIS 2003),
2003. the 9th European Software Engineering Conference and 11th ACM SIGSOFT
Symposium on the Foundations of Software Engineering (ESEC/FSE 2003).

[Yan94] Y Yang. Tool interfaces for software development: models, experiments and eval-
uation. In IEEE Region 10’s Ninth Annual International Conference (TENCON
94), volume 2, pages 776–780, 1994. Theme - Frontiers of Computer Technology.

[YH96] Yun Yang and Jun Han. Classification of and experimentation on tool interfacing
in software development environments. In the (Asia-Pacific) Software Engineering
Conference, pages 56–65, 1996.

[YWA93] Y Yang, J Welsh, and W Allison. Supporting multiple tool integration paradigms
within a single environment. In the 6th International Workshop on Computer-Aided
Software Engineering (CASE 93), pages 364–374, 1993.

[Zel96] Marvin V Zelkowitz. Modeling software engineering environment capabilities. Jour-
nal of Systems and Software, 35(1):3–14, October 1996.

26


