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1  Introduction to MAGIK-I 

 
The MAGIK-I project aims to develop a logical model for integrating and querying 
incomplete information that is published on a grid.  
 
In the project’s proposal [8], four objectives are listed: 
 

1. To design appropriate features of data, metadata and query languages to express 
the kinds of incomplete information occurring in a Grid environment.  

2. To define for this setting a concept of query answer that will take account of various 
forms of incompleteness and partiality, both at the level of the sources and the level 
of the entire Grid. 

3. To develop algorithms for computing (possibly incomplete) answers and to design 
and implement a query evaluation engine. 

4. To validate the concepts and algorithms by testing them with a collection of 
information sources that are linked to a Grid. 

 
MAGIK-I is associated with two other Grid projects, AstroGrid (through Bob Mann) and 
EGEE (through Steve Fisher).  Steve Fisher’s group in the EGEE project (which extends 
the DataGrid project) are continuing to develop the Grid monitoring system called R-GMA, 
which we contributed to in our DIS4G project.  Our idea is to use example problems of 
incompleteness seen in these two Grid projects to guide the development of a new logical 
model. 
 
Grid monitoring proves to be an almost perfect application area in which to apply data 
integration techniques, as the data is published as streams (so we were not concerned with 
integrating already existing data, which can be tricky!), and has a simple form.  By the end 
of the DIS4G project, we had implemented a simple mediator, and gained an appreciation 
of some of the problems to do with data incompleteness in R-GMA. 
 
In contrast, we began the MAGIK-I project with little knowledge of AstroGrid, except for 
assurances from Bob Mann that there are difficult problems to do with data incompleteness 
that need solving.  In the first three months of MAGIK-I, therefore, we concentrated on 
gaining a better understanding of AstroGrid.  We had several meetings with Bob Mann and 
other AstroGrid members to see how we could cooperate to build some data-integration 
service.  We argued from the outset that the best way of handling problems of 
incompleteness in AstroGrid was from within a data-integration setting – as data is usually 
thought of as being incomplete with respect to some global concept. 
 
The outcome of those meetings was a feeling that despite the complexity of astronomical 
data, there are some useful global concepts that could form the basis of a schema, and 
hence of a mediation service.  Mediation over this limited schema would help astronomers 
with the first stage of an astronomical study – the identification of candidate astronomical 
objects that have been measured in certain wavebands and locations. 
 
This report summarises the work I completed in the first three months of MAGIK-I.  After 



 
 

 
 

briefly introducing both R-GMA and AstroGrid, section 3 discusses the types of 
incompleteness seen in the two systems, drawing on examples that we have come across.  
Section 4 then gives a more detailed description of AstroGrid, astronomical data, and the 
kind of queries that astronomers are likely to pose.  Finally, section 5 discusses what could 
be the next step for MAGIK-I - exploring data-integration ideas for AstroGrid - and some 
first thoughts for a global schema are presented. 
 
 
 

2.  Two Grid Projects: R-GMA and AstroGrid 
 

We begin with a brief introduction to both Grid projects that we are associated in MAGIK-
I:  R-GMA and AstroGrid.  More information on both projects can be found on the 
MAGIK-I website [1], and also in the papers we have written about R-GMA [2]. 
 

2.1 Brief Introduction to R-GMA 
 
R-GMA is a data-integration system that is designed for publishing and querying data 
streams.  Users pose stream queries against a global schema, and the mediator functionality 
of the system will translate this into a query over real sources, and return an answer. 
 
 
The DataGrid Project 
 
The system was first designed in the European Union’s DataGrid project, and it is currently 
being re-designed in the follow-up EGEE project [9].  All of the developers are now based 
at Rutherford Appleton Laboratories (RAL), although the team have also collaborated in 
the past with IBM, a group at Trinity College, Dublin, a research institute in Hungary, and 
us at Heriot-Watt.  The team is led by Steve Fisher, with help from the “money-man” at 
RAL, Robin Middleton. 
 
Actually, the idea for the virtual database originally came from Steve, except he wasn’t sure 
how to implement the idea.  Werner first learnt of R-GMA from some R-GMA people who 
were attending a BNCOD conference, and then won support from EPSRC to collaborate 
with the team and implement the “mediator functionality” of the system (our DIS4G 
project). 
 
In the DIS4G project, we soon realised that there wasn’t a suitable infrastructure for 
building a mediator, because, for example, the semantics of the stream queries hadn’t been 
properly thought through and had problems.  We spent some time thinking about what 
semantics would be more appropriate for the system, and this eventually inspired a redesign 
of the whole system. 
 
By the end of DataGrid, R-GMA had a growing user base with some limited but useful 
mediation functionality.   



 
 

 
 

 
 
The EGEE Project 
 
The development of R-GMA now continues in the follow-up EGEE project (Enabling 
Grids for E-science in Europe).  The aim is to rework R-GMA to turn it into “production-
quality code”, as well as to implement parts of the system that weren’t finished in the 
DataGrid project (security, registry and schema replication, more mediator functionality). 
 
The development team are now all based at RAL, though they are still loosely collaborating 
with us and with the Dublin group.  In May, we met one of the developers, Martin Craig , 
to brief him with our ideas for further mediator development, and it will be his 
responsibility to code this up.  However, since that meeting, he hasn’t found time to make 
any start on this. 
 
Steve Hicks has been redesigning the system (written up in a specification document), and 
we have helped him to think about the implications of his designs on the semantics of 
querying, publishing, etc. 
 
The approach of the team is to first document the design (interfaces to the system, etc.), 
gain approval for this, and then to code it up, using as much old code as possible. 
 
Components of R-GMA 
 
Here I give a brief description of the components of R-GMA - that is, R-GMA as it was at 
the beginning of the EGEE project.  A much better description is given in the papers 
published on our MAGIK-I website [2]. 
 
R-GMA offers users a number of API classes:  several producer APIs, for publishing 
streams of tuples, and a consumer API, for querying streams.  These classes allow a user to 
play the role of a producer and consumer.  But the objects are “lightweight”, and in turn 
communicate with agents, which are objects (resources) that are created by web services. 
  
When a producer is created, the user must register a view that describes what will be 
published.  A central registry component keeps tracks of all of the producers in the system.  
Producers periodically send heartbeats to the registry, so that the registry can keep track of 
which are alive. There is also a schema component that contains a description of the global 
schema - agents will contact the schema, for example whenever a query or view needs to be 
validated. 
 
Users can pose three types of stream query:  continuous, latest-state and history queries.  
The latest-state and history queries run just once, whereas the continuous query will run 
forever.  The global schema supports the idea of a primary key, and a latest-state query is a 
query over the latest values of the primary keys for some global stream relation. 
 
When a query is posed, the consumer’s agent contacts the registry to discover which 
producers are relevant to the query - the registry has a match-maker which checks which 
producer views can satisfy a query.  Local queries are then sent to each relevant producer, 



 
 

 
 

and the result sets are merged and returned as an answer.  R-GMA is able to warn the user 
of any problems encountered, for example if the answer is incomplete, by attaching 
warning objects to the answer sets. 
 
Lastly, R-GMA has a republisher component that can be set up that pose a query and then 
publish the answer.  R-GMA relies on republishers for answering complex latest-state or 
history queries.  The idea is that republishers are set up to pull together all of the 
information (tables) that are needed for answering a popular query. 
 
Currently R-GMA has no distributed query processor that can provide a back-up if 
republishers don’t exist that can answer a one-time query.  In the future, perhaps the system 
could make use of a processor being developed by the OGSA-DAI project [20]. 
 
 
2.1 Brief Introduction to AstroGrid 
 
Vision of a Virtual Observatory 
 
Astronomy is a science which involves hunting through huge amounts of data, to identify 
sources at particular positions in the sky that have certain light emission characteristics at 
different wavebands, at different stages in their life.  If these objects are close by, then their 
motion (measured by making observations at different times) may also aid their 
identification.   
 
In the past, an astronomer would first of all pose a query to some astronomical database 
that he knows of, by filling out a form on a website, and he would download the results 
onto his computer.  Most astronomical data is accessible via the web.  The astronomer 
might then also download (or write his own) algorithms and tools.   This is what Bob Mann 
described as science on a laptop [3]. 
 
However, in recent years, the quantity of astronomical data that is being collected is 
exploding, and now would not easily fit on any laptop!  Thus, the main aim of the 
International Virtual Observatory Alliance (IVOA) [10], then, is to provide astronomers 
a virtual laptop, or a virtual observatory: an environment which provides an astronomer 
access to data centres, processing power and tools, and also a place to store data.    
 
 
AstroGrid Project 
 
EPSRC-funded AstroGrid is one of a few astronomy projects that are trying to put together 
such an infrastructure.  The three-year project began in 2001, and has since then won some 
follow-up funding, and so will continue to be developed for several more years.  The 
project is very involved in the standardisation process, for example, of the web-service 
interface to a data collection, the registry’s XML schema, the astronomical query language 
called ADQL, etc. 
 
The development of the system is being driven partly by a collection of scientific 



 
 

 
 

challenges [11], which describe specific scientific problems that the infra-structure should 
help to solve.  We discussed one of these, the Brown Dwarf Problem, in one of our 
meetings at the Royal Observatory (on 18/6/04) [3].  However, currently the system has no 
real user base. 
 
Keith Noddle is the technical lead for AstroGrid.  We met him in Edinburgh in June, when 
we first introduced our idea of an AstroGrid mediator [4].  However, our main contact in 
AstroGrid is Bob Mann, an astronomer at the Royal Observatory in Edinburgh.  Bob 
manages a few contract researchers, including Martin Hill , who is working on ADQL and 
the data centre interface.  We also briefly met John Taylor at RAL, another contractor, 
who I think is concerned with the integration of the whole system.  There are other people 
in Edinburgh who are working on AstroGrid, and the rest of the team are based in Leicester 
and elsewhere. 
 

Components of AstroGrid 
 
AstroGrid’s system is based around the idea of a workflow which the astronomer puts 
together, which specifies a sequence of tasks, such as queries and computations, that can 
then be executed by the system. 
 
The figure below summarises the main components of AstroGrid. The astronomer interacts 
with AstroGrid through a portal , which is a web application.  Through the portal, the 
astronomer can query the registry to identify data centres that might hold interesting data 
(1).  Once sources have been located, a workflow can be put together using a workflow 
builder (2), and this can be submitted to a job execution system (3).  Queries specified in 
the workflow are posed against certain data centres (4) and the results may be stored on a 
virtual disc called MySpace (5).  The workflow might also instruct this data to be used as 
the input to some application (6).  Final results can again be stored in MySpace (7).  
 



 
 

 
 

 
 
 
 

3  Incompleteness In Grids 
 

In this section, we consider what types of incompleteness have been encountered by us in 
the two Grid projects R-GMA and AstroGrid.  Appendix A documents a list of examples of 
situations in which incompleteness could be encountered when the system is queried.  
Some of these were inspired by Bob Mann in his presentation to us on 25/5/04 [5, 6].  Here, 
I try to summarise this information, and I make a first attempt at characterising 
incompleteness. 
 

3.1  Incompleteness in R-GMA 
 
R-GMA is a system designed for handling and querying distributed data streams.  
Incompleteness in R-GMA mainly arises from the design limitations of the system:  
 

� the system is not able to keep a complete, accurate record of a stream (its latest and 
history states),  and,   

� the system isn’t smart enough to compute answers. 
 
Incompleteness is encountered when the history of a stream is queried (examples 1.1 & 1.2) 
- a user might request “from 2 days ago”, but the system might only have remembered 
“from 2 hours ago”.   
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Also, in DataGrid (before the redesign in EGEE), R-GMA offered users a choice of 
producer APIs that could only answer some query types (example 1.3).  Thus, answers 
might exist in principle, but simply cannot be computed.   
 
Although all of R-GMA’s producers can stream, if the producer publishes at too high a rate, 
this streaming might become lossy (example 1.8).  Also, if a machine hosting a producer 
agent dies for some reason, e.g. if someone trips over a cable, then again tuples would be 
lost from memory buffers and cannot be recovered. 
 
Another example of an inaccurate record of a stream is the latest-state held by a 
republisher. Because of the design of the system, a republisher might hold a latest-state 
snapshot that has stale data - data published by producers that no longer exist (example 4). 
 
R-GMA currently does not use any distributed query processor.  Instead, the strategy is to 
rely on republishers for merging together streams and storing their state in a database which 
can be queried.  However if no republishers are available, then queries cannot be answered 
(examples 1.2 and 1.6). 
 
Other situations that lead to incompleteness are when null values are encountered (because, 
say, the schema is out-of-date - example 1.5), or when the system cannot contact a source 
because of a network failure (example 1.7).  
 

3.2 Incompleteness in AstroGrid 
 
In contrast, with R-GMA, AstroGrid is concerned with providing access to and integrating 
existing databases.  There is currently no global schema - astronomical data is complex!  
However, a common set of attributes have been identified, which are known as unified 
content descriptors (UCDs) [15].  Incompleteness in AstroGrid often arises because of the 
difficulties of comparing data from different databases using these UCDs. 
 
Astronomers will typically request something specific from the registry, but in fact would 
be willing to also accept “close matches”.  The problem is that the language used for 
querying the registry, or describing sources in the registry, is too restrictive (examples 2.1 
and 2.2).   
 
It can be difficult to compare data in two different databases.  In astronomy, many different 
coordinate systems are used, and converting from one to another might involve mapping a 
square with a “bulging square” (example 2.3). 
 
A typical query by an astronomer might involve looking for objects in one database (e.g. 
optical data) that don’t appear in another database (e.g.infra-red data), for some particular 
region of the sky.  The problem, however, is that measurements might not have been made 
for the whole region of interest - leading to the idea of possible answers, e.g. an object that 
appears in optical which may or may not appear in the Infrared (example 2.4). 
 
Finally, just as in the R-GMA system, incompleteness arises whenever sources are known 



 
 

 
 

to exist but cannot be contacted (example 2.5), or whenever null values are encountered 
(examples 2.6 and 2.7). 
 

3.3 Types of Incompleteness 
 
Here I make a first attempt at categorising the different types of incompleteness that were 
seen in the above examples: 
 
� Information lost by system (1.8) 
� Null values in sources (1.5, 2.7) 
� System not intelligent enough to compute an answer (1.2, 1.4, 1.6) 
� Incompleteness arising from projection views (1.9, 2.6) 
� Source is incomplete (promises more than it has) (1.1, 1.2, 1.3)  
� Cannot map exactly from local to global schema (2.3) 
� Views and queries not expressive enough (bad schema) (2.1, 2.2) 
� Source cannot be contacted (1.7, 2.5) 
� Negation when some information isn’t known (2.4)  
 
Note, there might be some redundancy in this list:  e.g. source is incomplete might be a 
result of views and queries not expressive enough.  Also, negation when some information 
isn’t known again might result from null values in sources. 
 

3.4 Handling Incompleteness  
 
How can the types of incompleteness be handled by the system?  Perhaps a mixture of 
approaches, including: 
 

� Attach warnings to result sets to describe exactly what the system did. 
� Define precisely the semantics of an answer in the presence of nulls. 
� Return intentional answers (queries, which say what the system could answer 

instead). 
� Use approximate views rather than precise views (which maybe too difficult to 

express)  
 

4.  Using AstroGrid Today 
 
In this section, I’ll try to give an impression of how AstroGrid could used today (the project 
doesn’t yet have a real user base):  what a typical workflow might look like, what the data 
catalogues look like, how these are described in the registry, and what the query language 
ADQL looks like.   
 



 
 

 
 

4.1 How will Astronomers use AstroGrid? 
 
Bob Mann sketched for us a picture of how astronomers will conduct their science using 
AstroGrid [3]. 
 
It is envisaged that astronomers would first of all focus their searches on a small part of the 
sky, with the aim of developing a workflow (a sequence of queries and computations) that 
will reveal the astronomical objects of interest.  Probably the scientist will already have 
certain data centres in mind, and would rather choose these.  However, a smarter registry 
search might help to reveal some sources that the astronomer didn’t know about.   
 
The astronomer will spend quite some time “tweaking” this workflow (query) until it is 
revealing the information he wants.  Once he is satisfied, then the work flow is executed 
over a much wider region of sky. 
 

4.2  AstroGrid’s Science Challenges 
 
AstroGrid has identified a number of science problems that are being used to drive and 
validate the development of the system.  The case that has received the most attention so far 
is the search for Brown Dwarf Stars, which Bob Mann briefly introduced us to [3] (these 
notes also include information taken from AstroGrid’s wiki website [11, 16, 17]).  Another 
case that I briefly looked at was the search for HiZ Quasars. 
 

The Search for Brown Dwarf Stars 
 
Brown dwarf stars are stars that don’t have enough mass to trigger the nuclear reactions 
that make stars very bright, but which do still emit radiation in the infrared band (unlike, 
say, planets).  An example in our galaxy is Saturn.  
 
This science case is thought of as being particularly fitting for solving using a virtual 
observatory because it needs no image-processing, no spectral analysis, etc.  Instead, it 
simply needs access to catalogues of infrared and optical data that overlap in space (they 
have the catalogues 2MASS and USNO-B in mind). 
 
Brown dwarfs can be detected by looking for objects that have a characteristic spectral 
emission (they should emit in the infra-red but not in the B or R optical bands) and which 
are close to us (they should be seen to have “high proper motions”).  A workflow would 
involve 2 stages: firstly identifying stellar clusters that are relatively close for which 
suitable measurements have been made, and then looking for candidate objects inside these 
clusters, e.g. 
 

� Query “cluster catalogues” to get the locations of clusters that might contain 
brown dwarfs. 

� Locate catalogues that have made measurements in I, K or R wavebands 
covering the same locate of space (e.g. USNO-B and 2MASS both have 



 
 

 
 

measurements from the Hyades cluster). 
 
Then for each cluster (e.g. Hyades) 
 
� Select objects from first catalogue (e.g. USNO-B) 
� Find counterparts in a second catalogue (e.g. 2MASS) 
� Compare the shape of the “colour-curve” of an object with some known 

characteristic shape for brown dwarfs. 
� Look for objects with “high” proper motions (data that is available in USNO-B). 

 

On AstroGrid’s wiki site there is a page [17] that describes how AstroGrid could aid the 
hunt for brown dwarfs in the Hyades cluster (the data catalogues of interest were known 
from the outset).   Firstly, the following ADQL query (the REGION keyword specifies out 
an area of space - see later) is posed to identify candidates from USNO-B that have the 
expected proper motions: 
 
SELECT * FROM usnob WHERE REGION(‘Circle J2000 66.7 2 15.87 13.0’) 
     AND pmra BETWEEN 50 AND 100 AND pmdec BETWEEN 0 AND -100; 

 
However, the astronomer will have to check these proper motion parameters by comparing 
against a control set of stars which have proper motions in the opposite direction.  So it 
would seem harder to automate the workflow from this point on.   
 

The Search for HiZ Quasars 
 
This science case aims to discover very “high red-shift quasars in the range Z=5 to 10”.  
Again, particular data collections were already in mind for this science case (e.g. INT 
WFS).  The workflow could be similar to the previous case:  the brief notes on AstroGrid’s 
wiki website say that searches will require comparison of optical (I and Z bands) and near-
IR data over wide areas, and that Radio and X-ray surveys may also prove useful. 
 

4.3 AstroGrid’s Data Centres 
 
Bob Mann gave us a guided tour of the SuperCOSMOS archive at the Royal Observatory.  
I’ve also taken a look at several other databases that are connected to AstroGrid’s testbed.  
In this section, I summarise the information that I found, beginning with a detailed look at 
the SuperCOSMOS archive. 
 
The message we were left with was that astronomical databases are complex, and it would 
seem to be an almost impossible task to come up with a complete global schema in this 
domain! 
 

SuperCOSMOS 
 
The SuperCOSMOS Science Archive (SSA) is a large archive that has been built from 



 
 

 
 

observations made of the southern sky, in the blue, red and near-infrared bands (B, R1, R2 
and I bands).  The raw data are a large collection of images (plates) that are kept at ROE.  
These have been scanned and then analysed with software, in order to detect signals 
(detections) that appear above the background noise.   
 
The database contains quite a few tables:  
 
CurrlsoCal, Detection, Field, FieldSystem, Source, Survey, Plate, Neighbours, 
CrossNeighbours2MASSPSC, CrossNeighbours2MASSXSC, CrossNeighboursDR1, 
CrossNeighboursEDR, CrossNeighboursUSNOB 
 
Most of these tables contain meta-information to do with the measurement:  details about 
the survey, the plates, calibrations, etc.  However the astronomical objects that are detected 
are held in both the detection and the source tables.  To give an idea of the complexity of 
the data, we shall now briefly describe the schema of these two tables. 
 
detection ( objId, surveyId, plateId, parentId, sourceId, recNum, ra, dec, htmId, cx, cy, cz, 
xmin, xmax, ymin, ymax, area, ipeak, cosmag, isky, xCen, yCen, aU, bU, thetaU, aI, bI, 
thetaI, class, pa, ap1, ap2, ap3, ap4, ap5, ap6, ap7, ap8, blend, quality, prfStat, prfMag, 
gMag, sMag, SSAField, seam ) 
 
source ( objId, objIdB, objIdR1, objIdR2, objIdI, htmId, epoch, ra, dec, sigRA, sigDEC, cx, 
cy, cz, muAcosD, muD, sigMuAcosD, sigMuD, chi2, Nplates, classMagb, classMagR1, 
classMagR2, classMagI, gCorMagB, gCorMagR1, gCorMagR2, gCorMagI, sCorMagB, 
sCorMagR1, sCorMagR2, sCorMagI, meanClass, classB, classR1, classR2, classI, ellipB, 
ellipR1, ellipR2, ellipI, qualB, qualR1, qualR2, qualI, blendB, blendR1, blendR2, blendI, 
prfStatB, prfStatR1, prfStatR2, prfStatI, i, b, d, Ebmv ) 
 
Some of the columns of these tables have been mapped to UCD fields. 
 
The detection table lists astronomical objects that have been observed in a particular plate 
(i.e. at a particular waveband).  The software that scans a plate will operate at several 
different resolutions, which means that detections can be linked via parentId to parent 
detections.  There are also foreign keys to the source, survey, and plate tables.  Other 
attributes include: 
 

� the position of the detection (ra, dec, sigRA, sigDEC), and the position again in 
Cartesian coordinates (cx, cy, cz).  

� the size of the detected image (xmin, xmax, ymin, ymax, area), the position and 
size of the ellipse which fits that image (xCen, yCen, aU, bU, thetaU), and it’s 
position after applying an intensity-weighting (aI, bI, thetaI) 

� the intensity of the detection and of the background noise (iPeak, isky) 
� some flags indicating the quality of the measurement (blend, quality) 

The source table describes those objects that are detected in all 4 optical wavebands: B, R1, 
R2 and I (I think these wavebands correspond to some filter that is attached to the lens of a 
telescope).  The table includes some duplicated information and some new information: 



 
 

 
 

� its position plus uncertainties (ra, dec, sigRA, sigDEC), the position again in 
cartesian coordinates (cx, cy, cz), and yet again in galactical coordinates (i, b, d), 
and the elliptical size of the detection (ellipB, ..., ellipI).  Presumably these 
positions represent the mean of the positions detected in each band? 

� the object’s “proper motion” plus uncertainties (muAcosD, muD, sigMuAcosD, 
sigMuD, chi2) 

� the magnitude of the detection (e.g. number of photons?) plus uncertainties in 
each waveband with corrections after assuming the object is a galaxy or a star 
(classMagB, ..., sCorMagI) 

 
Lastly, there are several tables that indicate which objects are neighbours to other objects: 
 
Neighbours ( objId, neighbourObjId, distanceMins ) 
 
I think the tables such as CrossNeighbours2MASSPSC link SSA objects with objects that 
are close-by in other important astronomical databases (e.g. 2MASS).   
 

Other Astronomy Databases 
 
The SuperCOSMOS archive doesn’t appear to be connected at the moment to AstroGrid’s 
testbed.  However I discovered a few that are, including: 
 

� USNO-B:  A very large collection (billions) of optical detections that have been 
made by the US government since 1950s.  Some 7000 plates, taken from a 
number of sky surveys, were scanned.  I had a brief look at the single table 
holding all these, and saw:  table (name, pos_ra, pos_dec, time_epoch, ...) 

� 1XMM :  A catalogue of “serendipitous X-ray sources” made by a telescope that 
was launched by the European Space Agency around 2000. 

� INTWFS :  Measurements in Infrared, Optical and UV that were made using the 
Wide Field Camera of the Isaac Newton Telescope (hence the name INTWFS).  
The measurements were made during several “experiments” (surveys?) since 
1998.  There exists a lot of meta-information describing the spatial coverage of 
each experiment, and there has been an attempt to classify objects as noise, 
stellar, compact galaxy and non-stellar. 

� FIRST Catalogue: A collection of radio measurements that seem to be 
collected into a single table:  first (ra, dec, peak, ..., name) 

� 2MASS:  The “Two Micron All Sky Survey” is a collection of near-infrared 
measurements.  Again, it takes the form of a single table that has around 60 
columns. 

 

Astronomy Data Warehouses 
 
AstroGrid have experimented with the idea of replicating data centres into one DBMS 
“warehouse”.  One motivation is to speed up expensive distributed join operations.  



 
 

 
 

AstroGrid found that joins were sped up by a factor of several thousand when executed 
within a “warehouse”.  Also, with data held in one warehouse, there is the possibility of 
supporting data mining searches, e.g. to look for exceptions to some general rule, or for 
correlations between parameters. 
 
However, the problem of how to keep the warehouse up-to-date has not been addressed yet.   
 
 

4.4  AstroGrid’s Registry 
 
AstroGrid’s registry is a place that astronomers can browse in order to discover which data 
catalogues are available.  This registry is actually replicated across the Grid, and a 
mechanism known as metadata harvesting is used to keep these registries up-to-date. 
 
In addition to descriptions of data catalogues, each registry service also holds information 
about other components (web services, or “resources”) of the Grid - e.g. the location of 
other registries, job execution systems, applications, etc.  This section gives an overview of 
the registry: how data catalogues are described, how the registry can be queried, and how it 
is kept up-to-date. 
 

How Data Catalogues are Described 
 
The registry is an XML database (an open-source database called “exist” [11]) defined by a 
schema has been standardised by the IVOA.  This consists of VOResources, which have 
XML elements such as: Description, ReferenceURL, Publisher, Service (if the resource 
provides an interface for executing some operation), etc.  In addition, resources may be 
related to other resources through the RelatedResource element.  The relationships mirror-
of, service-for, derived-from and related-to are supported. 
 
A SkyService is a sub-type of Service, and is described as “a service for accessing 
astronomical data”.  Also, TabularSkyService is a sub-type of SkyService, and is “a service 
that interacts with one or more specified tables having some coverage of the sky, time, 
and/or frequency” (I think this means a database that has a table which describes 
astronomical objects, but I’m not sure!).  Some meta-data that are associated with these 
include:  
 

� Instrument  - which was used to collect the data, 
� Subject - descriptive keywords,  
� Table - a description of a table and its columns, which includes any UCD equivalent 

names for columns, 
� Coverage - the extent of the data over space, time and frequency, 

 
plus many more elements.  The Coverage element is perhaps the most useful to an 
astronomer who is looking for a resource with relevant data.  It consists of: 
 



 
 

 
 

� Region - the region of sky over which the database has measurements (a rough 
description?). 

� Spectral - the spectral coverage of the measurements. 
� Spatial - the spatial coverage of the measurements. 
� Temporal - the temporal coverage of the measurements. 
� Waveband - a name that gives a rough indication of the spectral coverage. 
� the RegionOfRegard - which seems to indicate some size scale (or size resolution) 

associated with the data objects. 
 
Finally, as an example, Appendix B shows part of the XML description of Cambridge 
University’s copy of the 2MASS data catalogue. 
 

Querying the Registry 
 
AstroGrid’s portal can be accessed from a link on our website, and from there you can 
query the registry by completing a form.  The form allows you to build a query with a filter:  
 
  attribute  {contains | = | != | > | < | after}  value  {AND | OR} ... 
 
The attributes offered the list include: vs:Waveband, vs:RegionOfRegard, type, 
vr:Description, UCD, etc.  When the RegistryService receives this, it is converted into 
XQuery syntax and posed against the XML database.  Then results are returned to the 
user’s web browser in the form of a table with the columns: actions, identifier, title, 
description.  The user can read the full XML description of a resource by clicking a link in 
that table. 
 
Martin Hill mentioned [7] that in the next version of the standard, more expressive ways of 
querying the registry will be supported, including the submission of an ADQL query (in 
XML syntax), although only the simplest operators will be supported at first. 
 

Registry Harvesting 
 
Although the list of resources that are registered with a registry probably wouldn’t change 
that frequently, there still needs to be an automatic mechanism that keeps a registry up-to-
date.  Periodically, a process is started (I think) that contacts each of the registered 
resources for their XML description – this is known in AstroGrid as metadata harvesting.  
As registries will be registered with other registries, they will be able to share their 
information about the Grid. 
 

4.6  AstroGrid’s query language: ADQL  
 
The IVOA are currently developing a query language called ADQL (Astronomical Data 
Query Language).  This is a language that AstroGrid’s data centres will all support.  The 
language is based on SQL, but has a number of new operations that are useful to 



 
 

 
 

astronomers.  There are two ways of writing ADQL queries: a string-form that resembles 
SQL92, but also includes new keywords, and an XML document that conforms to an XML 
schema for the language. 
 
The extensions to SQL92 include: 
 

� Region keyword, e.g. WHERE REGION (‘CIRCLE J2000 19.5 -36.7 0.02’).  
This keyword is used for expressing easily an area of space. 

� XMATCH  keyword, e.g. WHERE XMATCH(table1, table2, ...)< sigma.  This is 
a function that returns true for those combinations of tuples that coincide with a 
certain probability level sigma.  The function may take any number of table 
names. 

� Mathematical Functions, e.g. acos, sin, ceiling, abs, sqrt, etc.  These functions 
have been added as astronomy involves a lot of trigonometry and calculations. 

� Aliases - the aliasing of table names and column names is enforced in ADQL. 
 
As an example, consider the following query (adapted from [18]), which returns those 
astronomical objects that appear in two data catalogues within some particular region of 
sky: 
 
   SELECT p.g, t.j_m                                       -- 1 
    FROM SDSS:photoprimary p, TWOMASS:photoprimary t       -- 2 
    WHERE  XMATCH(p,t) < 3                                      -- 3 
         AND REGION (‘CIRCLE J2000 19.5 -36.7 0.02’)  -- 4 
         AND p.type = 3                                           -- 5 
         AND (t.j_m - p.g) < 0.2                                 -- 6 
         AND t.j_m < 20                                           -- 7 
         AND p.g < 21 ;                                           -- 8 
 

• Line 1 specifies the columns of the output table. 
• Line 2 names the tables to be searched: since there are two of them, this 

implies a join of some sort. 
• Line 3 gives the cross-match criterion: the XMATCH function can take any 

number of table names (in fact aliases) as arguments, and the "< 3" specifies a 
3-sigma match criterion, implying a probability level if the error distribution is 
known. 

• Line 4 specifies the region of sky to use. REGION (‘CIRCLE J2000 19.5 -36.7 
0.02’) means a region of sky shaped as a circle that is centred on RA=19.5 
degrees, DEC=-36.7 degrees, and of radius 0.02 (I’m not sure what the units 
are!)  

• Lines 5 to 8 specify further filtering to be applied to the results. 
 
The language is still evolving, and Martin Hill described how they would like to be able to 
support XPATH expressions in the FROM clause (though Werner doubted that that was a 
good approach!). 
 

 



 
 

 
 

5  A Mediator for AstroGrid? 
 
 
In our last meeting at the Royal Observatory on 30th June [6], we ended up concluding that, 
yes, there were good reasons why AstroGrid could benefit from a mediator, and yes it 
would be feasible to build one, if only to mediate over a restricted global schema.  Bob 
Mann felt that any prototype that we develop could play the role of supporting AstroGrid in 
their discussions with the IVOA. 
 
Also, as Werner pointed out in an earlier meeting [4], issues to do with incompleteness 
would be difficult to address unless in a data-integration setting. 
 
In this section, I first outline the benefits that a mediator could bring to AstroGrid.  Whilst 
the definition by the IVOA of a global schema is still a long way off, we could nevertheless 
begin working on a prototype mediator if we had a mock schema in place - my first ideas of 
what this could look like are presented next.  Finally, I list some ideas of how the 
development of the mediator could proceed. 
 

5.1  The case for a Mediator 
 
At first sight, it would seem to be unlikely that a mediator could be built.  Currently in 
AstroGrid, an astronomer will build workflows, which may involve complex queries over 
several sources, by hand.  Indeed, the process of finding a good query can sometimes 
require astronomical insights that cannot be automated. 
 
Although a common conceptual model perhaps exists in the minds of the Astronomers, 
there is currently no global schema built into AstroGrid, and as we have seen, the data is so 
complex it is hard to imagine that all of the data centres can be fully unified into one virtual 
database, like in the R-GMA system.   
 
Lastly, although the descriptions of data centres kept in the Registry are rather crude, it 
turns out that astronomers will often know which catalogues will be relevant to their query, 
and one might think that the limitations of the Registry are not too important. 
 
So, would AstroGrid benefit from a mediator, and would it be practical to build one?  It 
turns out that the AstroGrid team expressed the need for one early on in their project, 
although they haven’t addressed the issue of how to build one (it remains a “pub idea”, with 
little documentation [7]).   
 
There is also a working group of the IVOA [13] that have started to work on a data model 
for a Virtual Observatory, although they have made slow progress.  Another IVOA working 
group [14] are considering a query language called VOQL (Virtual Observatory Query 
Language) that could be used for posing global queries (this would be based on ADQL). 
 
Here are some reasons I can think of that suggest a mediator could help astronomers: 

 



 
 

 
 

�  The first stage of a scientific investigation seems to involve locating relevant data 
sources, and then identifying candidate astronomical objects for some particular 
region of sky - a query for objects that perhaps emit in certain wavebands but not in 
others- which is perhaps easier to automate. 

�  Each data catalogue has a very complex schema, which would be hard work and 
time consuming for an astronomer to have to understand.  However, there is a subset 
of attributes (UCDs) that can be compared across catalogues, and these are perhaps 
most commonly used when querying for candidate objects.  Thus, a mediated global 
schema, that includes a mapping between local and global schemas, would make life 
easier for astronomers. 

�  Although astronomers will know of the existence of certain data catalogues, they 
may be less aware of where this data has been replicated, such as in “data 
warehouses”, that might speed up join queries across databases. 

�  In a large Virtual Observatory, there maybe very many data catalogues connected, 
and the astronomer won’t know of all of these. 

�  A more expressive language for describing views could be provided, that would 
solve some of the problems of incompleteness mentioned in section 3.2 (e.g. poor 
expressiveness of UCDs). 

 
To build a data-integration system for AstroGrid, we would need:  a global schema, a query 
language, a mapping between the source and global schemas, and a mediator component 
that can analyse a query to identify suitable sources, and then translate that query into a 
query over those sources.   
 

5.3  A Mock Global Schema  
 
The figure below shows an entity-relationship diagram (with simplified notation!) showing 
the relationships of the most important entities I could identify: 
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� Some databases (e.g. INTWFS) attempt to classify astronomical objects as galaxy, 
star, etc., where as most do not.  Thus I’ve made the Classification an optional 
attribute. 

� I think of Brightness and Coverage into two separate entities, although perhaps these 
could/should be folded into one Detection entity. 

� The SuperCOSMOS database at least shows that AstronomicalObjects can have 
complex relationships, such as isChildOf and isNeighbourTo - although I haven’t 
checked yet whether similar relationships exist in other databases.  But the basic idea 
is that, for example, stars can be children of galaxies. 

� We would need to examine the use cases for our mediator in order to determine 
whether entities such as image and exptRun (containing meta-data such as 
calibrations) are useful at all. 

 
 

5.4 Next Steps:  Some Thoughts  
 
Finally, here are some ideas about what could be done next towards building a mediator for 
AstroGrid: 
 

� Meet with AstroGrid people (Martin Hill) to continue work on a mock schema, plus 
a mock scenario. 

� The scenario(s) should describe some astronomical question that can be translated 
into a query over the global schema.  This question might be the first stage of solving 
some real problem, such as the search for brown dwarfs. 

� What data model should be chosen for the schema?  Can we make do with a 
relational model? 

� After coming up with a schema, then we need to think about how to map a database 
schema to this dummy schema. 

� The software interface to the system could present itself as a virtual data centre - in 
other words, it could implement the same standard interfaces as real data centres. 

� Bob Mann pointed out that when an astronomer submits a query to our system, it 
should allow the translated queries over the sources to be checked by the astronomer 
before executing it. 

� But probably the first stage of developing code should be to work on the match-
maker algorithms. 

� It is worth installing AstroGrid onto your computer – I think the system can be 
installed on both windows and linux boxes.  There is a fairly good installation guide 
that can help [19]. 

 
 
 

 



 
 

 
 

Appendix A: Examples of Incompleteness in Grids 
 

A.1 Examples from R-GMA 
 
Example 1.1: Publisher is incomplete w.r.t. history query 
 
Type: Source is incomplete (promises more than it has) 
 
Scenario: Imagine that several producers of some table are registered, as well as one 
republisher.  The producers have short retention periods, but the republisher keeps a longer 
history, say of 24 hours.  A consumer poses a history query, ``from 2 days ago’’. 
 
Discussion:  The problem is that the answer that would be returned by the republisher 
would be incomplete in the context of a history query if the query is monotonic, or even 
wrong if the query was non-monotonic (e.g. has aggregation). 
 
Idea:  Perhaps the system could return a warning saying  “couldn’t answer your query, but 
I answered this query”.  Maybe the concept of certain answers can be altered to allow for 
some useful answer to be returned even if the query isn’t monotonic. 
 
 
Example 1.2: Interpreting History queries with no `̀ from when’’  
 
Type: Source is incomplete (promises more than it has)  

System not intelligent enough to compute an answer 
 
Scenario: Several producers are registered, each with different retention periods.  There are 
no republishers registered.  User poses a history query, without indicating ``from when’’. 
 
Discussion:  There are various problems that arise from this scenario.  
 
Firstly, What are the semantics of such a history query?  Our current idea is to look at the 
relevant producers that are registered and consider the query to range from the oldest 
retention period seen. Another interpretation might be ``from whenever the stream started’’. 
  
Secondly, Can the query be answered, and if so, how?  What about queries with 
aggregation? For example, if there was just one producer currently registered, would it 
return a correct answer, if, in the past, other producers had been registered?  
 
If there are several producers that are relevant, then the query might not be computable 
because of the lack of a distributed query engine. 
 
Ideas: It might be useful to at least to try to return a description of exactly what is returned 
- e.g. a (maximal) query that answer be complete for. 
 



 
 

 
 

 
Example 1.3:  Deriving latest-state snapshots from histories 
 
Type:  Source is incomplete (promises more than it has)  
 
Scenario:  Say a user poses a latest-state query, and say there is just one history producer 
that is registered.  Can the latest-state of a table be deduced from a producer’s history 
queue? 
 
Discussion:  The complication is that it is impossible for history producer to keep every 
single tuple that has been published - it keeps only those tuples that were published within 
some ``retention period’’.  Thus, the derived latest-state table might not be complete, as it 
might miss some rarely published primary keys. 
 
The problem also raises the question of  tuple validity - when do tuples that were published 
become ``invalid’’?  The problem also supports the idea that all producers should keep 
latest-state tables. 
 
 
Example 1.4:  Republishers with stale data 
 
Type:  Source is incomplete (promises more than it has)  

System not intelligent enough to compute an answer 
 
Scenario:  Say a user poses a latest-state query, and say the only publisher available is a 
latest republisher.  This republisher merges data together from the available producers, and 
stores tuples with the latest key values in a snapshot table.  Periodically, a clean-up thread 
will clean up these tables by deleting stale tuples that are older than some retention period. 
 
Discussion:  There is the question of when is a tuple valid, and when does it become 
invalid, from the point of view of latest-state queries.  Our view is that tuples published by 
a producer are valid as long as a producer is registered with R-GMA.  Once that producer 
goes offline, and is removed from the registry, then any tuples published by it are 
considered too stale for latest-state queries.  
 
Because republishers are not notified when producers die, there is a chance that when the 
republisher answers a latest query, it has stale data in its latest-state tables.  Thus, the 
answer returned by the query could be wrong! 
 
If a republisher answers a query during its “start-up” time (a time when it is still 
establishing connections to producers), then its snapshot table could be incomplete.  Thus 
the answer returned could be incomplete or wrong. 
 
It takes time for data to propagate through the system from producers to republishers.  
Thus, there is no guarantee that the answer returned by two equivalent republishers will be 
the same 
 
Example 1.5:  Null values in sources 



 
 

 
 

 
Type:  Null values in sources 
 
Scenario:  A source for some table publishes tuples with null values that mean ``not 
applicable’’ (i.e., locally the column doesn’t exist).  
 
Discussion:  This situation could arise because (i) The underlying data model has changed, 
but the schema hasn’t been kept up-to-date.  (ii) The schema can’t be normalised, because 
in R-GMA, join views are not supported.  So there are optional columns in the global 
schema, which should really be separated off into another table, but can’t be because then 
producers would have to register join views, which R-GMA doesn’t support. 
 
What answers should be returned if a query is evaluated against a table that has tuples with 
nulls?  How can R-GMA support join views?  How can R-GMA support projection views? 
 
 
Example 1.6:  System not smart enough 
 
Type:  System not intelligent enough to compute an answer 
 
Scenario: A user wishes to pose a complex latest-state query.  However, currently there 
isn’t a republisher available that can answer this, so the user gets an empty set back (an 
incomplete 
answer).  
 
Discussion:  Without access to a distributed query processor, situations can often arise in 
which R-GMA is not capable of answering a query. How should it react in such situations?   
   
A useful alternative plan could be to forward the query to each producer, and merge the 
results.  But how can you determine if such a plan would return correct answers? 
 
 
Example 1.7:  Source exists, but can’t be contacted 
 
Type:  Source cannot be contacted 
 
Scenario: Say user poses a one-time query, and the query plan is to contact one producer 
for an answer.  However, because of a network failure, the producer cannot be contacted.  
Also, in this 
scenario, there are no other alternative plans 
 
Discussion:  The question is what would be useful information to return to a user?  Perhaps 
an intentional answer?  Or simply an empty set?  Or a trivial message (``no publishers were 
available’’).  
 
Example 1.8:  Lossy Streaming 
 
Type:  Information lost by system 



 
 

 
 

Scenario:  A stream producer agent is streaming tuples across to a consumer agent.  
However, because the producer produces faster than the consumer can consume, tuples are 
forgotten from the producer’s view. 
 
Discussion:  How can one re-design R-GMA to avoid such problems?  e.g. should the 
queue be stored also on disc?  Or should the producer be prevented from consuming more 
tuples? (But then anti-social consumers could bring down the grid!).  What warnings might 
help the consumer? 
 
 
Example 1.9:  Security Views with Projection 
 
Type:  Incompleteness arising from projection views 
 
Scenario:  Imagine an R-GMA in which authorisation to access or publish to tables is 
expressed using security views.  For example, a republisher belonging to the D0 experiment 
might believe 
that they are republishing a whole table (they declare no view), but in fact, the real view 
might project out a column (e.g. VO name column) 
 
Discussion:  If a super-user poses a query, then what kind of answer should he receive?  
What types of security views could be supported that don’t lead to problems of 
incompleteness? 
 

A.2  Examples from AstroGrid  
 
Example 2.1: Defining wavebands 
 
Type:  Views and queries not expressive enough (bad schema) 
 
Scenario:  A user queries AstroGrid’s registry in order to find relevant optical data.  He 
searches with ``waveband = band R’’, and finds nothing.  However, in fact there are some 
sources of B and I band data that could have been useful. 
 
Discussion:  The problem really is that (i) users can’t easily express a range of wavebands 
that they are interested in, and (ii) wavebands are expressed with the wrong type.  It would 
be much 
easier if predicates of queries and views allowed, for example, ``waveband = from 4 to 14’’ 
 
 
Example 2.2:  Precision Problem (near answers) 
 
Type:  Views and queries not expressive enough (bad schema) 
 
Scenario:  A user requests for objects with have a flux of 1.5mm, but none are found.  
However, it turns out that objects with flux 1.4 and 1.6 would also have been useful. 
 



 
 

 
 

Discussion:  This problem is similar to the previous.  It would be better if the user was able 
to indicate what precision he wants in the answer.   Maybe also some intentional answer 
could be useful (e.g. “I have answers where flux is in the range 1.4 to 1.6 instead”).  
 
 
Example 2.3:  Converting between Coordinate Systems 
 
Type:  Cannot map exactly from local to global schema 
 
Scenario:  In Astronomy, there are many different coordinate systems that can be used.  In 
a data integration scenario, just one of these would be chosen, and others would map to 
this. 
 
Discussion:  The problem is that it may be difficult to precisely map from one coordinate 
system to another, e.g. mapping boxes to bulging boxes. 
 
 
Example 2.4:  The Spatial Mapping Problem 
 
Type:  Negation when some information isn’t known. 
 
Scenario:  A user poses a query over two databases, looking for objects that exist in one, 
but don’t exist in another, for some sector of the sky.  However, the sky coverage of each 
database doesn’t exactly overlap. 
 
Discussion:  It can be very hard to exactly describe the coverage of a database, as this 
might consist of measurements made in many of distinct chunks of sky (thousands). 

 
Can only give a “certain answer” when coverages intersect.  Parts of one database that 
don’t intersect with another could give rise to “possible answers”. 
 
Ideas: Perhaps it is possible to approximately describe the coverage of a data source, and 
register that?  Maybe the registry could estimate how much a user’s query would cover?   
How would you label the “possible” answers - with something like R-GMA’s warning 
system? 
 
 
 
Example 2.5:  Sources are Unavailable 
 
Type:   Source cannot be contacted  
 
Scenario:  An astronomer queries the registry, and identifies a source that has useful 
information.  However, he discovers, when the workflow is run, that the source is actually 
unavailable, and so can only get an incomplete answer. 
 
Discussion:  This situation could arise in a number of ways.  Firstly, the user might not 
have access rights to that source.  Typically in astronomy, the results of some expensive 



 
 

 
 

project are only released one year after the results have been collected, giving the scientists 
on that project the first chance of a new discovery.  Other astronomers in the community 
thus will know of a new data source, but will not be allowed access to it (this is slightly 
different from a security view, in which a user isn’t even allowed to know of the existence 
of something). 
 
Alternatively, the user might have the right to access the source, but the source might have 
become unavailable, e.g. because its network connection has gone down, or maybe the 
server was shutdown, etc. 
 
Idea: Maybe the registry or the mediator should keep track of availability of sources, by 
periodically pinging the hosts?  Perhaps the astronomer will have an alternative plan if the 
mediator can discover that the source has been replicated somewhere else?  Maybe the 
result of the query could be some intentional answer (“source X could answer your query, 
but it is down just now”). 
 
 
Example 2.6:  Nulls in Registry 
 
Type:  Incompleteness arising from projection views 
 
Scenario:  A user queries the registry for data sources that have “col=val”, but it turns out 
that some sources are described by “col=not applicable” or “col = unknown” instead. 
 
Discussion:  Currently, data sources are described in the registry by an XML document that 
conforms to some IVOA-approved schema.  But what if, for some reason, the source can’t 
set a value to one of the attributes?   Probably the schema should be re-worked to allow for 
the possibility of projection views! 
 
If  a query is sent to a database that is missing a column that has been requested, then 
perhaps the tuples returned could be padded with the value “not applicable” for the missing 
column?  What would be the semantic meaning of any values that are added by a mediator?   
 
 
 
Example 2.7:  Nulls in Database 
 
Type:  Null values in sources 
 
Scenario:  Some databases might have rows containing null values.  How should the 
system react when these are encountered when answering a query? 
 
Discussion:  We need a new theoretical model that can handle null values in a data-
integration setting.  Perhaps this could in part follow a similar approach to SQL?  (e.g. a 
null group could be created if the GROUP BY clause encounters a null). 
 



 
 

 
 

 
 

Appendix B: XML Description of the 2MASS Catalogue 
 
 
The following excerpt shows the description of the 2MASS data catalogue held in 
Cambridge.  This document was found by querying AstroGrid’s Registry.  The data 
catalogue is a copy of another catalogue that is registered in the registry. 
 
- <xml> 
 - <element> 
 - <vodescription> 
 - <vs:TabularSkyService> 
  <Title>2MASS table in CambridgeGDW</Title> 
  ... 
  - <Summary> 
   - <Description> 
   The Two Micron All Sky Survey (2MASS) project is designed to close the gap  
     between our current technical capability and our knowledge of the near-
infrared sky. In  
   addition to providing a context for the interpretation of results obtained at infrared 
and  
   other wavelengths, 2MASS will provide direct answers to immediate questions on 
the  
   large-scale structure of the Milky Way and the Local Universe. 
   </Description> 
   <ReferenceURL>http://www.ipac.caltech.edu/2mass/</ReferenceURL> 
  </Summary> 
  <Type>survey</Type> 
  - <RelatedResource> 
   <Relationship>derived-from</Relationship> 
   - <RelatedTo> 
    - <Identifier > 
     <AuthorityID >AstrogridGDW</AuthorityID > 
     <ResourceKey>CambridgeGDW</ResourceKey> 
    </Identifier > 
    <Title>Astrogrid Data Warehouse: Cass123</Title> 
   </RelatedTo> 
  </RelatedResource> 
  ... 
  <Subject>SURVEYS</Subject> 
  <Subject>INFRARED SOURCES</Subject> 
  <Subject>PHOTOMETRY</Subject> 
  <Subject>INFRARED</Subject> 
  ... 
  - <Coverage> 
   - <Spatial> 



 
 

 
 

    - <AllSky> 
     <RegionOfRegard>1</RegionOfRegard> 
    </AllSky> 
   </Spatial> 
   - <Spectral> 
    <Waveband>Infrared</Waveband> 
   </Spectral> 
  </Coverage> 
  ... 
  - <Table role=“na”> 
   - <Column> 
    <vr:Name>ra</vr:Name> 
    <vr:Description>Right ascension (J2000)</vr:Description> 
    <DataType>Double</DataType> 
    <Unit>degrees</Unit> 
    <UCD>POS_RA</UCD> 
   </Column> 
   ... 
  </Table> 
 </vs:TabularSkyService> 
</vodescription> 
</element> 
</xml> 
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