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Card Sorting on Sorter Satisfaction with a 
Consensus Clustering 

David A. Robb and Mike J. Chantler. School of Mathematical and Computer Sciences, Heriot-

Watt University. 

Abstract 

We have access to a database of many card sorting studies. This data was used to investigate the 

effect of partial sorting (giving sorters only a portion of the cards in a sort) on the eventual 

satisfaction, or amount of agreement, of each sorter with a clustering of the results of a card sort. 

This was done by simulating the withdrawal of cards from sorters, clustering the depleted 

groupings, but then comparing the results with sorters’ original non-depleted groupings. 

Introduction 

A number of items can be grouped in a card sort by a number of sorters and their groupings can 

be clustered to produce a ‘consensus clustering’ whose groupings represent the sorters’ collective 

view of the structure in the items. There is a limit to the number of items a person can group in a 

card sorting task. If more items than this limit are required to be sorted sorters can be give some 

portion of the items to sort and then these groupings can still be used to produce a ‘consensus 

clustering’. However each sorter will have had less input and influence on this consensus.  

We have access to a database of many card sorting studies. Using this data we have developed 

and investigated methods of measuring the theoretical ‘satisfaction’ of sorters in card sorting 

studies with the final clustering results. It is possible to compare each sorter’s groupings with the 

consensus clustering. This report records an investigation of methods of measuring the amount of 

shared information that exists between two groupings of the same set of objects.  

Early conclusions indicate that it might be possible for participants in a sort to be given as low as 

35% of the total cards and still be satisfied with the overall consensus sort.  
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1 The Three measures of agreement 
During the experiments two measures were developed and one was sourced from literature. 

These were phased in over the experiments. 

These measures compare a person’s own groups to the consensus groupings from a sort. 

1. “Happiness” (v1): For each of a person’s groups, take the largest number of cards which 

match cards in any one of the consensus groups. Sum these for that person. Normalise by 

dividing by the number of cards excluding those allocated by that person to singletons. 

2. Match/Mismatch Score (MMS): For each of a person’s groups find its highest MMS, i.e. 

person group h vs consensus group l scores +1 for each matching card in h and -1 for 

each non-matching card in h when compared to l. Sum all the group MMSs for a person 

and normalise by dividing by the number of cards excluding those allocated by that 

person to singletons. 

3. Normalised Mutual Information Estimate (NMIE) (Strehl & Ghosh 2002). 

MMS (MMS) is simple to explain and intuitively gives a good idea of the amount of agreement 

and disagreement of a person’s groupings vs. the consensus groups. The mean of all peoples’ 

MMSs gives a measure of the overall agreement with the consensus sort. 

Conclusions:  

a) Mean NMIE is much less volatile during manipulation of the sorts compared to Mean MMS. 

(See charts in Appendix 5 for example.) 

b) Earlier experiments described below using either measures 1 or 2 alone, could (and should) be 

usefully repeated using the other measure(s). 

2 Removing people from the sort and measuring mean happiness  
NB: The measurement used was “Happiness” (v1).  

Result: Using the Study A data the mean Happiness (v1) did not seem to drop drastically until 

down to the last 4 people left in the sort. (See Appendix 1 for charts.) 

Conclusions: Perhaps this was showing that there was a lot of general agreement across the 40 

people? Or perhaps it indicates shortcomings in the v1 Happiness measure?  

3 Optimising the groups by mean happiness  
i.e. removing a card at random from one of the reference groups, adding it back to a group at 

random and leaving it there if the happiness went up but returning it if happiness did not rise. 

Effectively a greedy search algorithm. 
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Result: Using the basic Happiness (v1) measure this favoured tending to very large groups and 

small or empty ones, i.e. unbalanced group populations. 

Conclusion: This experiment should be continued by using the MMS and NMIE measures for the 

optimisation. It is likely that these will overcome the tendency to unbalanced groups and might 

produce genuine improvements to the consensus groups. 

4 Speed tests on Average Linkage Clustering in Python 
Synthetic similarity matrices up to 5000x5000 were clustered using the Average (UPGMA) 

algorithm.  

Result: a 5000x5000 similarity matrix took 75 seconds to cluster. Regression in Excel showed 

the clustering algorithm shows a cubic trend. (See Appendix 2 for chart.) 

Conclusion: The Average Linkage algorithm used by SciPy is not an optimised version. 

5 Partial Sorting: Giving People Fewer Cards 
Result: Although the mean MMS of the people trends down the more cards are removed, the 

absolute level does seem to hold up surprisingly well. (See charts in Appendix 3.) 

Conclusion: Perhaps people would be satisfied when they see a sort result even after only having 

personally sorted 35% of the cards (see 65% on the charts)? 

6 Partial sorting: 50% of cards, 50% of people (50-50), then target cards  
A sequence of sorts was done starting with 50% of the cards removed at random and only 50% 

of people in the sort (termed a 50-50 sort). Then, successively, further people were added to the 

sort, each time targeting their cards (still just 50%) on those clusters closest in similarity to each 

other i.e. they were given cards representing the leaves descended from those clusters (or lowest 

delta-ht clusters), with the aim of increasing the resolution in the sort for those items. 

This was done: 

a) Initially with one study (Study A) while monitoring the Mean MMS. 

b) With data from additional studies and additionally monitoring Mean NMIE. 

6.1 With one study and Mean MMS 

A sequence of sorts was done starting with a 50-50 sort. The Mean MMS was monitored as 

further people were added to the sort targeting their 50% of cards at the lowest delta-ht clusters.  

Result: No drastic reduction in Mean MMS when people only get half the cards to sort. The 

targeted cards led to more evenly balanced numbers in the consensus groups compared to the full 

unmodified sort. (See Appendix 4 for dendrograms, groups, and chart of Mean MMS.) 
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Conclusion: The people in this sort could have been given half the cards and may well have been 

reasonably satisfied with the consensus groups.  

6.2 With data from additional studies and additionally monitoring Mean NMIE 

Similar sorts to that above were done with the data from 4 studies calculating both mean MMS 

and mean NMIE. Note: The refinement to the Mean MMS removing influence of all-singleton 

people was not implemented when these figures were produced. i.e. in the sort with 4 people 

who gave all-singletons, their MMSs are zero, are included in the mean and do reduce the value 

of the mean MMS. Note also that the NMIE takes account of singletons and therefore was not 

unduly affected by the presence of the all-singleton people. 

Result: The Mean NMIE did not seem to be greatly affected by giving people only half the cards. 

The Mean MMS, while more volatile, seems to confirm this. (See Appendix 5 for charts) 

Conclusions:  

a) This looks like further evidence that giving people half the cards would work and 

produce consensus groupings with which they would be content. 

b) The strategy of targeting cards at the clusters with smallest delta similarity produces good 

results 

c) A different heuristic should be tried for comparison. 

d) The refinement of mean MMS to remove the (mean-lowering) influence of people who 

submitted only singletons (and are scored as individual zero MMS) should be 

implemented. However, the lower mean MMS in the one study where this occurs does 

not affect the gauging of the partial sort success because the comparison non-modified 

sort mean MMS is similarly lowered by the same factor. 

References 
Strehl, A., & Ghosh, J. (2003). Cluster ensembles - a knowledge reuse framework for combining 

multiple partitions. J. Mach. Learn. Res., 3, 583-617. 
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Appendices 

Appendix 1 

People were removed from a sort (Study A, 40 people, 54 cards) one by one. Each time the top 6 

groups in the sort were calculated. Then those groups were compared with 

a) the groups of all the original 40 people and their Mean Happiness(v1) calculated 

b) the groups of those people remaining in the sort and their Mean Happiness(v1) 

calculated. 

Charts from this: 

a) 

 

b) 
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Appendix 2 

Chart of processing time vs. number of items in the synthetic random similarity matrix. Excel’s 

power regression fitted best. It applied x
2.97 

(R squared  of 1.00). Thus it looks like the Average 

Linkage algorithm used by SciPy is cubic (and therefore not an optimised version). 

 

Each data point is the mean of 3 runs. 
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Appendix 3 

Charts showing the effect of giving people fewer cards on the agreement between the eventual 

consensus groups and peoples’ original card groupings. 

a) Using the MMS 

b) Each point on these charts below represents the mean from 3 sorts, each with a different 

"pseudo-random" pattern of removed of cards from the people. (There is quite lot of variation 

between within all of these small 3-sort score distributions. but taking this mean of 3 has 

smoothed out the charts a little.) 

c) Each person has different cards removed at random. 

d) The MMS (happiness) is scored against each person's real groupings and this is averaged over 

all the people in a sort to give the Mean MMS. 

e) This was done for two studies: 

    

 

Top Left: Study A, 40 people, 54 cards; Top Right: Study B, 33 people, 32 cards; Bottom: Frequency histograms 

of number of groups per person in those studies 
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Appendix 4 

Dendrograms and top 6 groups of 1) the unmodified sort for this study followed by 2) the last of 

the sorts where people are allocated 50% of the cards targeted at the smallest deltaHt (most 

similar) clusters. 

1) The unmodified sort 
 

 
 

Mean MatchMismatch score: 0.405 

1 [2, 41, 29, 16, 49], 2 [15, 38, 42, 27, 36], 3 [30, 7, 10], 4 [35, 

45, 25, 5, 6, 19], 5 [17, 28, 40, 52, 24, 22, 31, 8, 9, 48, 18, 32, 39, 

46, 37, 12, 53, 11, 3, 20], 6 [21, 51, 23, 14, 44, 47, 0, 13, 34, 4, 1, 

26, 33, 43, 50] 

Following this non-modified sort a sort using half the people (20) each given half the cards (27) 

was clustered, the top 6 groups calculated and compared with all 40 people’s original unmodified 

groups to calculate the mean MMS.  

Then, one at a time, additional people were added each being given 27 cards targeted at the 

descendent leaves of those cluster pairs which had the smallest similarity difference (delta Ht) in 

the previous sort, and a new clustering was run. This was done until all 40 people had been 

included in the sort each with 27 cards (half).  

1 5 6 2 3 4 



20/8/2015 

 

Page 9 of 12 

2) The final targeted cards sort 

 

 

Mean MMS happiness: 0.345 

1[2, 41, 16, 29, 49], 2 [43, 50, 15, 36, 42, 27, 38], 3 [30, 7, 10, 24, 40], 4 [6, 25, 5, 19, 52, 

35, 18, 45], 5 [11, 28, 21, 51, 47, 23, 13, 0, 4, 33, 34, 1, 26, 14, 44], 6 [48, 8, 9, 3, 20, 22, 31, 

17, 32, 53, 39, 46, 12, 37] 

 

Chart showing how Mean MMS varies as people with targeted cards are added. 
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Appendix 5 

Four studies’ data was put through the 50:50 then targeted cards sorting process. (For 

completeness note that the order of the people was randomly shuffled prior to starting using 

seed=1). The four frequency histograms of number of groups per person follow the four results 

charts. 

 

1. Study A, 40 people 54 cards. 

 

2. Study B, 33 people 32 cards. 
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3.  Study C, 19 people, 39 cards. NB: The version of MMS used here allocates a score of zero to people 

that produced only singleton groups (there were 4 of those here). Here these 4 zero scores are included 

in, and thus do lower, the mean scores. 

 
4. Study D, 40 people, 37 cards. 
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Frequency histograms of the of number of groups per person 


