A C Introductory Course

Rob Pooley

The C programming language is in reality a family of languages. The original C language was devised by Dennis Ritchie from Ken Thompson"s B systems programming language, which in turn was based on BCPL. This dialect is often referred to as K&R C after Kernighan and Ritchie, who wrote the first book explaining it. Today K&R C has been largely replaced by ANSI C, which is the product of an international standardisation effort. ANSI C tidies up the many versions of C that had evolved and created an agreed language definition for the first time. In this first course we take a quick tour through ANSI C. In a second course we consider C++, another descendant of K&R C, which was defined at about the same time and which heavily influenced many ANSI C features, while managing to be incompatible in subtle ways.

The C recipe

ANSI C insists on very strict rules of syntax. These include the order in which things are written. As we shall see, C++ is stricter about some things and more relaxed about others. Here is a correct C program.  


#include <stdio.h>



 /*This is a very simple program */


void main()


{



(void) printf("Success\n");


}

It is very straight forward, but it shows several important components, used in all programs. Until we have these basics, we cannot do interesting things.

The first line is called an include directive. It must contain a "#" character at its very beginning, followed by the word "include" (with no intervening space), followed by a name of a collection of predefined features (stdio.h in this case) enclosed in angle brackets. Since we want to write something with this program, this directive must be given. It imports a library of standard input and output features for use in the program.

The next line is blank. Blank lines are ignored by the compiler, but we use them to make our programs clearer to humans. We shall ignore other blank lines in this explanation, but you should use them where they help to separate sections of a program.Many editors are set up to lay your programs out in a helpful way.

The next line contains some English words enclosed in bracketting "/*" and "*/" punctuation. In C, but not C++, this constitutes a comment. Any sequence in a program, which is not enclosed by double quotes and which is bracketted in this way, with anything in between, is ignored by the compiler. Comments are enormously helpful in following what is going on when reading a program. Your tutor will expect detailed comments in all coursework handed in.

In C++ the convention for comments is to have the comment start with  "//" and end at the end of that line. Note that such a comment may begin anywhere in the line, but then continues until the end of line. Thus, while C comments may be placed almost anywhere, C++ comments are either the whole of a line or the end of a line. Also note that while a C comment, being bracketed, may extend over several lines, a C++ comment ends when its line ends.

Most compilers will accept both forms.

The first significant line after the program statement is the one containing the word "main". This tells the compiler that the initial actions of this program are about to be given. 

It is always preceded by either the word void, meaning that no return code will be generated, or the word int, meaning that a value will be returned for checking by the runtime system. 

It is always going to be followed by parentheses. In this case they are empty, indicating that the program will ignore any runtime arguments. The word void might be given inside them to make it clear that no arguments are to be used. The alternative form is to include the argument specifiers 

int argc, char*[] argv

which are the number of runtime arguments given and an array of that many pointers to strings containing those arguments.

The curly brackets or braces which enclose the rest of the program indicate that the following part of the program is to be considered as a whole. It is called a program block. In this case, the block is the sequence of actions associated with the name main. A block can contain declaration statements, action statements and comments.

The only real action statement here is a call on a function, "printf", which is part of the stdio library. A function call invokes some action or actions. It is called by writing its name as a statement. Many functions are used with parameters. These provide additional information required by each call statement for the function and affect what exactly the procedure does this time. Even where no parameters are being passed to a function, empty parentheses must be written.

Warning: If you miss the empty parentheses in a function call, the result is still legal and the compiler will not generate an error message. The result will be that the function will not be called. Strictly speaking the function name without parenthese following is a pointer to that function. An expression in C can be given wherever a statement is expected and so there is no error in just writing a pointer expression.

Here printf is followed by one parameter, consisting of a sequence of characters enclosed in double quotes, i.e. ""Success\n"". Such a sequence is called a string. The end of the string contains "\n", which tells the function to start a new line of output after the preceding character. Such escapes are used to control the formatting of output and do not appear in the output themselves. Thus printf will write the string "Success" onto the screen and move on to the start of a new line.

    #include<stdlib.h>

    #include <stdio.h>

         /*This is a less simple program */

    int main(int argc, char* argv[])

    {

        if (getchar()=='a') printf("Success\n"); 

                       else printf("Failure\n");

        return EXIT_SUCCESS;

    }

---------------------------------------------------------------------------------------------------------------------

    #include <stdio.h>

         /*This is an even less simple program */

    int main(int argc, char* argv[])

    {

        int CharVal;

        CharVal = getchar();

        if (CharVal=='a') printf("%s Success\n",argv[1]); 

                     else printf("Failure\n");

        return EXIT_SUCCESS;

    }

Variables

When we are writing programs, we often want to manipulate values of various types. In order to do this C allows us to define storage locations for values. These locations are known as variables.

To define a variable, we normally use a declaration in the function where it is to be used. Variables may also be defined outside any function, allowing them to be used by several functions. Those inside a function are said to be local to the function where they are declared, since they cannot be used outside that function.

Variables declared outside any function can be used anywhere following their declaration in the program, since this level contains all functions in the program. Since the whole world can see them, variables declared at this level are often called global variables.

_____________________________________________________________________________

Types

For the moment we will only use variables of the simple, predefined types, i.e.

·  int  - meaning values of whole numbers; other versions of int include long, short, 
unsigned, unsigned short and unsigned long.

· float  - meaning values with possible fractional parts, known in other languages as real;
other forms are double and long double;

· char  - meaning values representing characters; in C char is a sub-range of int; there 
is also unsigned char;

·  Boolean  - meaning values of True or False. In C these values are stored in int variables, with True represented as non-zero and False as zero.

When it is declared, we state the type of value that a variable can hold. If you place another type of value there, C forces the program to try to cast or convert it to the type for which that location was intended. If such a conversion is not possible, the attempt is illegal and should be rejected by the compiler.

Examples of declarations are

int IntVal;          /*Declares one integer variable, IntVal*/

float RVal1, RVal2;  /*Declares 2 real variables, RVal1 & RVal2*/

char Operator;        /*Declares one char variable, Operator*/

Note that each declaration may define one or more variables of the same type.

Identifiers

Each variable name is an example of an identifier. The rule for the syntax of an identifier is that is a sequence of characters, starting with a letter or an underscore (_) and continuing with any combination of letters, digits and underscores. In EBNF:

identifier


nondigit


identifier nondigit


identifier digit

nondigit
a b c d e f g h i j k l m n o p q r s t u v w x y z

A B C D E F G H I J K L M N O P Q R S T U V W X Y Z _

digit

0 1 2 3 4 5 6 7 8 9

Notice that upper case and lower case letters are defined separately. They are treated as different characters in C, so names Val1 and val1 are regarded as different. C is said to be case sensitive.

_____________________________________________________________________________

Literals

Each type can have values expressed as literals or constants, such as


234

-
an int


23.4

-
a float


'2'

-
a char


013

-
an int written in octal (base 8), denoted by initial zero


0x14

-
an int written in hexadecimal (base 16), denoted by initial zero x

There are also string literals, but these do not match a C type directly. They can be stored in arrays of type char and must be terminated there with a null character (value zero). But direct assignment of strings is not allowed. Instead a library of string handling functions is provided.


"hi there!"
-
a string

It is possible to include control characters, such as the newline character and certain other problem characters, in string literals and character literals by using an escape sequence, written as the backslash character, \ followed by another character. below is a complete list of these escapes.

\"
double quote

\'
single quote

\\
backslash

\0
the null character, marks end of strings

\a
alert

\b
backspace

\f
form feed

\n
the newline character

\r
the return character

\t
tab

\v
vertical tab

It is actually possible to define any character as an octal or hexadecimal escape sequence:


'\013'

carriage return in octal


'\x1a'

control-z in hexadecimal

Arithmetic expressions

The types of expression possible include

· simple constant, as in
sin(0.4)
IntVal = 6;

· simple variable, as in
cos(Angle)
Number = CurrentTotal;

· constant expression, as in
sqrt(4*8.6)
TwoPi = 2 * 3.1415926;

· expression containing variables, as in
ceil(Val1*Val2 - Val3)
Centigrade = (Fahrenheit-32)/9 * 5

Expressions containing only a single constant or only a number of constants and appropriate operators (cases one and three above) represent a value which is always fixed. 

Those containing one or more variables will have their value determined by the values currently stored in these variables whenever that statement is executed. 

Operators

The normal arithmetic operators are provided in C. The values formed are either integer or real depending on the operand values.



+

addition



-

subtraction



*

multiplication



/

division



%

modulus  (remainder)

In addition the increment, ++, and decrement, --, operators are provided. These apply to discrete variables (i.e. not floating point values). They add or subtract one from their operands if these are of an integer type. If they are used with pointer variables they increase or decrease the address in the pointer by the size of one item of the type referenced.

If they are placed before their operand, the increment or decrement is performed before the value is used in the whole expression (pre-increment/decrement). More commonly they are written after their operand, so that the original alues is used this time and the increment or decrement performed at the edn of evaluation of the whole expression (post-increment/decrement).

It is sometimes confusing to determine the effect of these operators and so safer to use the longer equivalent.

i = 3;

j = ++i;    /* Leaves i==4, j==4 - pre-increment */

i = 3;

j = i++;    /* Leaves i==4, j==3 - post-increment */

Order of evaluation

Expressions are evaluated left to right, except for normal rules of precedence and where parantheses are involved. Parentheses act in the same way as brackets in conventional mathematics, i.e. the contents of parentheses are evaluated first. This is applied recursively, so that parentheses within parentheses are evaluated first, then the enclosing parentheses. 


(3+4-(2+1)*4) * (3+2)

becomes


(3+4-3*4) * 5 


(3+4-12) * 5 


-5 * 5  


25 

Example


#include <stdio.h>


void main() {



/* Calculate the values of a quadratic equation */



int X, Y;



X = -100; 



while (X<100) {




Y = 5*X*X + 4*X + 12;




printf("X = %d, Y = %d\n",X,Y);




X++;



}


}

Boolean expressions

Boolean expressions can be of the same general kinds as arithmetic ones.

No simple constants are defined, for true and false, however. C treats zero integer values as equivalent to false and non-zero integers to true.

The common Boolean operators are shown in the tables. They all produce the value zero for false and one for true.

We can store Boolean values in integer variables, but we might wish to use a typedef to alias these to Boolean for clarity.

Comparisons

These all work on any two expressions of matching type and make the comparison indicated. 

==
equality

!=
inequality

<
less than

<=
less than or equal

>
greater than

>=
greater than or equal 

_____________________________________________________________________________

Boolean operators

The operators which work on Boolean expressions are as follow.

Symbol
Meaning

&&
logical and

||
logical inclusive or

!
logical not (complement)

and
&&
Takes two expressions and produces the true if both of them are true, otherwise produces false.

x
y
x&&y

t
t
t

t
f
f

f
t
f

f
f
f

or
||

Takes two expressions and produces true if either has value true. If both are false, produces false.

x
y
x||y

t
t
t

t
f
t

f
t
t

f
f
f

not

This takes a single Boolean expression and reverses its value.

y
!y

t
f

f
t

Conditional expression operator

The three way (ternary) operator, ?:, allows an expression's value to be chosen from two candidates, depending on the value of a third. Thus, to chose x if z is true and y otherwise, we could write:


z ? x : y

This is much more compact than using an if statement.

Precedence

The full precedence of operators is shown in the table. Note carefully that the effects of apparently simple comparisons may require parentheses to avoid becoming confusing, especially as C will treat any integer as a candidate for a logical operation. 

Consider the following.


3  > 4 && 2 < 5

is legal, but perhaps ambiguous


(3 > 4) && (2 < 5)

is arguably clearer.


Full precedence for operators

1st
(), [], ->, . dot

2nd
++, !, --, (type),~ ,+ unary, - unary, 
* dereference, & address

3rd
*, /, %

4th
+, -

5th
<<, >>

6th
>, >=, <, <=

7th
==, !=

8th
&

9th
^

10th
|

11th
&&

12th
||

13th
? :

14th
= ,+= , -=, *=  etc.

15th
,

Example

Consider the effect of removing the parentheses around NextChar = getchar in the following program.

#include <stdio.h>

/* Fun with Booleans */

#define TARGET 'e'

int Match(char Char1, char Char2, int Count)

{


if (Char1==Char2) Count++;


return Count;

} /*    end Match */

void main()

{


char NextChar;


int Cumulative;


Cumulative = 0;


while ((NextChar=getchar())!=EOF)



Cumulative = Match(TARGET, NextChar, Cumulative);


printf("Total number of 'e's = %d\n",Cumulative);

}

_____________________________________________________________________________

Bitwise operators

C also provides a set of operators which manipulate unsigned integer types as patterns of bits. These should be carefully distinguished from the Boolean operators, which deal with logical values of zero and non-zero (false and true). Bitwise operators work with all the bits in a pattern.


~
bitwise complement (one's complement) inverts all bits


<<
left shift the first operand, with zeros carried in on the right, by the second operand


>>
right shift the first operand, with zeros carried in in the left, by the second operand


&
bitwise AND, ANDs each bit in the first operand with the corresponding bit in the


second operand


|
bitwise OR, ORs each bit in the first operand with the corresponding bit in the


second operand


^
bitwise exclusive OR, XORs each bit in the first operand with the corresponding bit 


in the second operand

Assignment

A value may be placed into a variable by an assignment  , whose simplest form is


identifier = expression;

which must occur as part of a statement sequence inside the function where the variable named by the identifier has been declared. The symbol "=" is known as the assignment operator. The value on the right hand side of this operator is placed in the variable on the left hand side. The type of the value must match with or be convertible into the variable's declared type. Examples are

    IntVal = 45:            /*integer literal is assigned*/

    RVal1 = 345.678;        /*real literal is assigned*/

    IntVal = 45 + 9;        /*integer expression is assigned*/

    RVal2 = RVal1 * 43.2;   /*real expression is assigned*/

    Continue = RVal2>10;    /*Boolean expression assigned to int*/

Other forms of assignment

C allows most simple arithmetic operations to be combined with assignment if the target of the assignment is the first of the operands on the right hand side. Thus:

Assignment
Equivalent long form
Operator

I += 3;
I = I + 3;
Addition

I -= 3;
I = I - 3;
Subtraction

I *= K + 3;
I = I * (K + 3);
Multiplication

I /= 3;
I = I / 3;
Division

I %= 4;
I = I % 4;
Modulus (remainder)

I ^= J;
I = I ^ J;
Bitwise exclusive OR

I &= 7;
I = I & 7;
Bitwise AND

I |= 4;
I = I | 4;
Bitwise OR

I >>= 3;
I = I >>3;
Right bitwise shift

I <<= 2;
I = I <<2;
Left bitwise shift

Conditional statements

Sometimes we only want to do something if a condition is true. This is done in C by using a conditional statement.

In the simplest situation, the statement to be performed conditionally is placed after a test, using the construction


if (condition) statement

and the statement is only performed if the condition is true. The condition is any integer expression, with zero interpreted as false, all other values as true. An example is


if (IntVal>4) printf("Greater\n");

In other situations we may wish to have one statement executed if a condition is true and another if it is false. This uses the extended form


if (condition) statement else statement

and an example is


if (IntVal>4) printf("Greater"); else printf("Not greater");

_____________________________________________________________________________

An example program

Putting some of these together, we get the following program to test your understanding.


#include <stdio.h>


/*Reads 2 chars and writes the mean of their integer code*/


void main()


{



int Val1, Val2, Result;



Val1 = getchar();



Val2 = getchar();



Result = Val1 + Val2;



Result = Result / 2;



printf("%d", Result);



printf(" which is ");



if (Result>10) printf("not ");



printf("less than 11");


}

Compound statement

One of the most useful forms of statement is the compound statement or block. This brackets together a number of declarations and statements and makes them into a single statement. Thus, in a C program with a conditional statement, the syntax says that only one statement is allowed in each branch. If we wish to perform several statements if the condition is true, we need to use a compound statement to bracket them.

A compound statement is a sequence of statements enclosed in braces. Note: in C the semi-colon is part of a statement, not a separator between statements. You must write a semi-colon before the closing brace of a compound statement.


compound-statement



{ declaration-listopt statement-listopt }


declaration-list



declaration



declaration-list declaration


statement-list



statement



statement-list statement

_____________________________________________________________________________

While loop

Sometimes we want to perform a statement several times, until some condition is true. The general form of a loop contains a number of statements, broken up into the following phases:

· initialise some variables;

· check a condition;

· perform some actions as long as the condition is true.

A while loop performs the last two of these, using a similar form to the simple if statement.


while (condition) statement

Before the while statement you must set up the initial values which determine the condition's value the first time it is tested, otherwise the loop may never be entered. In the statement you must have the possibility for the condition to be changed, otherwise the loop may repeat indefinitely.

    #include <stdio.h>

    /*Adds up a sequence of integers and writes the total*/

    void main() {

        int Next, Total;

            /*Initialisation*/

        scanf("%d",&Next);

        Total = 0;

            /*Loop*/

        while (Next != -1) {

            Total = Total + Next;

            scanf("%d",&Next);

        }    /* end loop statement */

        printf("The total is %d\n", Total);

    }

For loops

In most languages, the for loop is a statementwhich is performed a fixed number of times.Each time a counter variable is updated. This can be how it is used in C, but it is much more powerful.

The statement has the following simple forms:

for (c-var=init-val; c-var<=final-value; c-var++ ) statement

for (c-var=init-val; c-var>=final-value; c-var-- ) statement

or more generally:

for(c-v=init-val;c-v compop final-val;c-v=c-v incop inc) statement

The control variable is first set to the initial value and the controlled statement performed once. This control variable is then repeatedly incremented as defined in the increment clause followed each time by the controlled statement being executed, until the value of the control variable reaches the final value. Once the final value is reached, the loop terminates after one execution with this value.

Thus


(for I = 4; I<=10; I++) printf("%d\n",I);

is exactly equivalent to


I = 4;


while (I<=10)


{



printf("%d\n",I);



I++;


}

In the second form, using --, the variable is decreased each time the controlled statement is performed. Note that the comparison operator is now >= rather than <= in the increasing case.

Thus


for (I = 10; I>= 4; I--) printf("%d\n",I)

is exactly equivalent to


I = 10;


while (I>=4)


{



printf("%d\n",I);



I--;


}

Note that it is very easy to create a non-terminating for loop, if the initial and final values have the wrong relative magnitudes, i.e. if the initial value is

· greater than the final when the combination <=  / ++ is used or 

· less when >= / -- is used.

It is also important not to mix up the combinations of comparison and increment.

The third form of for statement allows a more general updating of the controlled variable, not just steps of one. It can be used either to increase or decrease the value, but the same care is needed to ensure termination.

An example of a for loop

#include <stdio.h>

/* example of use of for loops */

void main()

{

    int I, J;

    for (I = 0; I<=90; I = I + 10) {

        for (J = 0; J<=9; J++) printf("%d",2*(I+J));

        printf("\n");

    }

}

_____________________________________________________________________________

Further example of loops

Let us consider how to count the number of values falling into certain ranges in a set of input data. Here we combine the power of the while and if statements to achieve this.

    #include <stdio.h>

    /*Counts ranges in a sequence of integers*/

    void main() {

        int Next, TotalTo10, TotalTo20, TotalTo30, TotalOver30;

        /*Initialisation*/

        scanf("%d",&Next);

        TotalTo10 = 0;

        TotalTo20 = 0;

        TotalTo30 = 0;

        TotalOver30 = 0;

        /*Loop*/

        while (Next != -1) {

            if (Next<=10) 

                TotalTo10 = TotalTo10 + 1;

            else if (Next<=20) 

                TotalTo20 = TotalTo20 + 1;

            else if (Next<=30) 

                TotalTo30 = TotalTo30 + 1;

            else TotalOver30 = TotalOver30 + 1;

            scanf("%d",&Next);

        }    /*Loop statement*/

        printf("The total under 11 is %d\n", TotalTo10);

        printf("The total under 21 is %d\n", TotalTo20);

        printf("The total under 31 is %d\n", TotalTo30);

        printf("The total over 30 is %d\n", TotalOver30);

    }

Switch  statements

We have seen that it is possible to make choices in a program, by defining a Boolean expression to represent that choice and using this as the condition in a conditional statement. Such a statement may have either of two forms, the simple if statement or the if-else statement. These are restricted by being based on Boolean values, which allow only binary (two valued) choices.

In practice we often wish to choose different patterns of behaviour, according to any of several possible values of an expression. The C construction which allows this is called the switch  statement.  The useful form of this is:

    switch ( expression ) {

case const-value: statement-list

                  break;

case const-value: statement-list

                  break;

            .....

default:          statement-list

                  break;

    }

where the expression is of a discrete type and const-value is a constant integer value.

When a program executes a switch statement, the value of its expression is first determined. If this matches any of the constant values in a case, the statements following that label are executed. If the value does not match any of the case labels, the default label is chosen.

Note that statements between that selected and the switch's terminating } are only skipped if there is a break statement following. If you forget the break, the next branch of the switch will also be executed. Although the default label is optional, it is often wise to include it to catch unexpected behaviour in your program. If no matching constant value is found as a case label and no default is given, the whole switch is skipped.

    #include <stdio.h>

    /* Pocket calculator example using case statement */

    void main() {

        float Result, Value; char Operator;

        scanf("%f",&Result);

        while ((Operator=getchar()) != '=') {

            scanf("%f",&Value);

            switch (Operator) {

    case '+':    Result = Result + Value; break;

    case '-':    Result = Result - Value; break;

    case '*':    Result = Result * Value; break;

    case '/':    Result = Result / Value; break;

            }

        }

        printf("%f\n",Result);

    }

This switch statement is exactly equivalent to

    if (Operator == '+') Result = Result + Value; else

    if (Operator == '-') Result = result - Value; else

    if (Operator == '*') Result = Result * Value; else

    if (Operator == '/') Result = Result / Value; 

Output of items in C

The functions used, putchar and printf are part of the library stdio.h and this must be included in to a program which wants to use it.

The function putchar

The simplest output function simply prints a single char value as its visible representation. This is int putchar(int c).

The function printf

We can perform all output using the function, int printf(const char*, ...). This is an abbreviation for print formatted and allows values to be printed in a format string. printf is defined as an int function, but we often write it as a procedure. It requires at least one parameter, which must be written as a string literal, enclosed in double quotes. This defines what will be printed.

In its simplest form printf simply prints out the format string unchanged, e.g.


printf("Hello world\n");

The newline character forces the next printing to start on a new line. No output may appear until a newline is specified as being printed, so always use one if you want to make sure that what you are printing will be displayed immediately, for instance when adding print statements to help debug your programs.

Printing items

If we want to print the value of a number, we have to add a formatting description into the format string at the point where the value is to appear and add the value of the number to the list of parameters we pass to printf. Note that printf can take any number of parameters required to match these descriptors, unlike most functions where the number of parameters is fixed.

   printf("val1 = %d and val2 = %d\n", val1, val2);

In this example we want to print the values currently stored in the int variables val1 and val2.and then start a new line of output. The %d sequences are formatting descriptors requiring something in the form of a whole decimal number to be printed, embedded within the rest of the format string. In this case, there is a space between them and so they will appear separated by it. The string ends with the newline escape and so a new line is begun immediately after the second number.

As well as numbers being included in formatting strings, we can specify that individual characters stored in char variables or strings of characters, held within char arrays and terminated by the null character, should be included. The format descriptors for these are %c and %s respectively. Thus

#include<stdio.h>

void main() {

   int i1 = 3; char c1 = 'e'; float f1 = 3.4;

   char s1[4];

   strcpy(c1,"yes");

   printf("int %d char %c float %f string %s\n", i1, c1, f1, s1);

}

will output the line

int 3 char e float 3.400000 string yes

Input of items in C

For the first time we are using numerical data as input to this program. To read it in we use the standard input function scanf.

The function getchar

Corresponding to putchar there is a function char getchar(void); This reads in the next character, printing or non-printing, from the input stream and returns its internal character code, which is an int restricted to the range 0..255.

The function scanf

Matching printf is an input function int scanf(const char*, ...). The value returned tells us how successful it has been in carrying out our intentions. We often use it as a procedure, but this may be unsafe if the input data is not in the expected format.

Like printf, scanf requires a format string as its first parameter and will then expect a list of parameters, one for each format specifier embedded in this string. These parameters should be pointers to variables of the required type, given in the same order. The formats specified are the same as those for printf, %d, %c etc. Thus, each format string defines a pattern that will be looked for in the input stream. If a match for this pattern is found, the value of the item matching each format specifier will be stored in the required internal form in the variable pointed to by the matching parameter.

Thus the program

#include<stdio.h>

void main()

{

   int i1;

   char c1;

   float f1;

   char c1[6];

   scanf("int %d char %c float %f string %s\n",

                                          &i1, &c1, &f1, s1);

}

will input the line

int 3 char e float 3.4 string yes

and store the value 3 in i1, 'e' in c1, 3.4 in f1 and "yes" in s1.

Format specifier
Characters matched
Argument pointer type





%c
any character
char

%d, %I
integer
integer type

%u
integer
unsigned

%o
octal integer
unsigned

%x, %X
hex integer
unsigned

%e, %E, %f, %g, %G
floating point number
floating type

%p
address format
void *

%s
sequence of non-whitespace characters
char

User-Defined Types

A programmer can define new types derived from the pre-defined types, or from types already defined in a program. These types may be unstructured (like the basic types) or structured. Unstructured, user defined types are known as enumerated types. Structured, user defined types are either arrays, structures or unions.

Enumerated types

The values of an enumerated type are taken from a finite (and usually small)  set of values , which are enumerated in the type definition. Each value is represented by an identifier chosen by the programmer e.g.  


{red, orange, yellow, green, blue, indigo, violet}


{Jack, Queen, King, Ace}

As for integer and characters, the ordering sequence of the set is defined and is given by the order in which the identifiers appear in the definition. Thus King > Queen has the value true. Each such value also has a corresponding integer value, which usually starts as zero for the first in the list 

i.e. red==0 and Jack==0.

Each successive value is one greater than the preceding one 

e.g. blue==4 and King==2.

It is possible to alter this sequence by explicitly assigning values to some or all of the names. Thus


{StartV=30,SecV,ThirdV,FourV=40,FiveV}

would associate names to values as follows:


StartV==30,SecV==31,ThirdV==32,FourV==40,FiveV==41

Variables can be declared using this construct as follows:


enum Colours {red,orange,yellow,green,blue,indigo,violet};

Colours is a typename. It can be used to declare a variable which can (in principle) only be used to hold values defined in the list following. Its type is a sub-set of integer.


enum Colours MyColour;

declares MyColour as a variable which can have values from the set given in the definition of Colour.

Making a type definition

It is very often convenient to associate an alias with a type, so that the programmer can  subsequently declare variables to be of this named type. If the type used for these variables needs to be changed, for instance to use a short integer to save space, only the aliasing definition needs to be changed.

Type definitions can be made outwith or within functions. Scope is as for variables.


enum Rainbow {red,orange,yellow,green,blue,indigo,violet};


typedef enum Rainbow Spectrum; /*Alias Spectrum to Rainbow */


typedef int WholeNum; /* Alias WholeNum to mean int */


Spectrum S1, S2;
/*Variables S1 and S2 of type Spectrum */


WholeNum D1, D2;
/*Variables D1 and D2 of type WholeNum */

______________________________________________________________________________

    #include <stdio.h>

    void main()

    {

        int Mark, Grade;

        char MedCertificate;

        scanf("%d",&Mark);   /*  Must be in range 0..100 */

        if (Mark<45) Grade = 0; else

        if (Mark<50) Grade = 1; else

        if (Mark<55) Grade = 2; else

        if (Mark<65) Grade = 3; else

        if (Mark<80) Grade = 4; else

                     Grade = 5;

        if((MedCertificate=getchar())=='y'&&Grade<5) Grade++;

        switch (Grade) {

case 0:        printf("Student failed\n"); break;

case 1:        printf("Student obtained ordinary\n"); break;

case 2:        printf("Student obtained third\n"); break;

case 3:        printf("Student obtained two two\n"); break;

case 4:        printf("Student obtained two one\n"); break;

case 5:        printf("Student obtained first\n"); break;

        }

    }

This is a fairly trivial example. The point to notice is that the numbers used to represent the grades do not (and, indeed, cannot) have any direct meaning in terms of those grades, other than expressing their ordering. It is only by finding the action (printf) corresponding to each in the case statement that some meaning can be inferred.

    #include <stdio.h>

    void main()

    {

        enum DegClass {Fail,Ordinary,Third,TwoTwo,TwoOne,First};

        int Mark;

        enum DegClass Grade;

        char MedCertificate;

        scanf("%d",&Mark);   /*  Must be in range 0..100 */

        if (Mark<45) Grade = Fail; else

        if (Mark<50) Grade = Ordinary; else

        if (Mark<55) Grade = Third; else

        if (Mark<65) Grade = TwoTwo; else

        if (Mark<80) Grade = TwoOne; else

                     Grade = First;

        if((MedCertificate=getchar())=='y'&&Grade<First) Grade++;

        switch (Grade)

        {

case Fail:        printf("Student failed\n"); break;

case Ordinary:    printf("Student obtained ordinary\n"); break;

case Third:       printf("Student obtained third\n"); break;

case TwoTwo:      printf("Student obtained two two\n"); break;

case TwoOne:      printf("Student obtained two one\n"); break;

case First:       printf("Student obtained first\n"); break;

        }

    }

The two examples are equivalent in their effect, but the second is more appropriate to the problem being considered.The use of meaningful names makes example 2 much easier to read and to correct. The notion of ordering should not be confused with that of absolute arithmetic.

Arrays

An array is used to create a variable which can refer to a list of items. We can then either refer to the whole list or to one of its constituent items. Examples of such lists might be the marks awarded to students in an examination, the characters making up a line of text or the cards in a poker hand. In each case we know the items are all of the same type and we know a maximum number of items that may be present.

We declare an array as follows:

int Exam_Mark[32];

char Line_Text[80];

int Card_Value[5];

Notice that the form of these declarations is similar to those for simple variables, but now we add a number in square brackets after the identifier. This number specifies the number of items in the array. Thus we assume a class of 32 students, a line of up to 80 characters and 5 cards in a poker hand.

We can now access an item in an array by specifying the name of the array followed by a number enclosed in square brackets, known as an index value or subscript. This defines one particular item in the array and allows us to use it as a variable of the type contained in that array.

Note carefully that the index value must be within the range declared for that array and that this range always starts at zero. Thus the legal ranges for the arrays above are:

Array
Index range




int Exam_Mark[32];
0..31

char Line_Text[80];
0..79

int Card_Value[5];
0..4

Here is an example of the use of an array. Notice how it combines well with a for loop.

#include <stdio.h>

/* read in and compare 2 strings */

#define TRUE  1

#define FALSE 0

void main()

{

    int I, Success;

    char Check[6], Found[6];

    for (I = 0; I<=5; I++) Check[I] = getchar();

    for (I = 0; I<=5; I++) Found[I] = getchar();

    Success = TRUE;

    for (I=0; I<=5; I++) if (Check[I]!=Found[I]) Success=FALSE;

    if (Success) printf("Match\n"); else printf("Mismatch\n");

}

Multi-dimensional arrays

As well as holding simple lists, we may want to hold lists of lists, i.e. tables. To do this we can use multi-dimensional arrays. These are arrays of arrays.

#include <stdio.h>

#define MHEIGHT 2

#define MWIDTH  2

void main()

{

    /* read in and multiply 2 square matrices */

    float Mat1[MHEIGHT][MWIDTH], Mat2[MHEIGHT][MWIDTH],

          Mat3[MHEIGHT][MWIDTH];

    int Count1, Count2, Count3;    float Sum;

    for (Count1=0; Count1<=(MHEIGHT-1); Count1++)

        for (Count2 = 0; Count2 <= (MWIDTH-1); Count2++)

            scanf("%f",&Mat1[Count1][Count2]);

    for (Count1 = 0; Count1 <= (MHEIGHT-1); Count1++)

        for (Count2 = 0; Count2 <= (MWIDTH-1); Count2++)

            scanf("%f",&Mat2[Count1][Count2]);

    for (Count1=0; Count1<=(MHEIGHT-1); Count1++)

        for (Count2=0; Count2<=(MWIDTH-1); Count2++) {

            Sum = 0;

            for (Count3 = 0; Count3 <= (MWIDTH-1); Count3++)

                Sum=Sum+Mat1[Count1][Count3]*Mat2[Count3][Count2];

            Mat3[Count1][Count2] = Sum;

        }

    for (Count1 = 0; Count1 <= (MHEIGHT-1); Count1++) {

        for (Count2 = 0; Count2 <= (MWIDTH-1); Count2++)

            printf("%f  ",Mat1[Count1][Count2]);

        printf("\n");

    }

    for (Count1 = 0; Count1 <= (MHEIGHT-1); Count1++) {

        for (Count2 = 0; Count2 <= (MWIDTH-1); Count2++)

            printf("%f  ",Mat2[Count1][Count2]);

        printf("\n");

    }

    for (Count1 = 0; Count1 <= (MHEIGHT-1); Count1++)

        for (Count2 = 0; Count2 <= (MWIDTH-1); Count2++) {

            printf("%f  ",Mat3[Count1][Count2]);

        printf("\n");

    }

}

Structures or Record Types

The types of the individual values characterising an object of structured  type, are in general different. For example, Person may be characterized by Age and Sex: one is an integer, the other a character.

The definition of this  type would be:


struct person {





int Age;





char Sex;




    }

"age" and"sex" define two fields of the structure.

Each field holds information of a different kind. Fields can of course have the same type, but still  represent essentially distinct kinds of information.


struct parent {





int Age;





int NumberofChildren;




    }

If a variable is defined to be of a struct type, the individual values in the  different fields can be selected by appending the name of the field to the  name of the variable e.g. for a variable  "Student" declared to be of type  person,


struct person Student;

we should use the following identifiers to refer to the first and second fields of the record:


Student.age


Student.sex

When "Student" alone is used in a program, it refers to the complete record. This is usually only the case when a structure is passed as a parameter or returned as the result of a function, although it is possible to copy a whole structure's contents into another by using the assignment operator.

Union types

A union allows a data type to be defined where all or part of the contents have more than one layout, depending on use. A simple example is:

    union int_or_double {

        int ival;

        double dval;

    };

A variable of this type, such as:

    union int_or_double iod;

has the size of the larger of the elements, ival or dval. These elements are regarded as alternative ways of using the space of the union, rather than as separate co-existing items, as in structs. Thus, a value being stored in iod by using iod.ival is treated as an integer assignment. If the same value is retrieved using iod.dval it is assumed to be a double and the same pattern of bits will be interpreted differently.

This is not particularly useful. It is in fact potentially unsafe to rely on this sort of thing. The real useof unions is to allow records with different internal structures to be stored in the same array or other data structure. This would typically involve defining several structs with a common prefix and building a union based on them. Such a union is equivalent to a variant record in Pascal or Ada.

struct engine {

        char * name;

        char * maker;

        int capacity;

    };

struct seats {

        char * name;

        char * maker;

        char * style;

    };

struct radio {

        char * name;

        char * maker;

        int min_freq;

        int max_freq;

    };

union car_part {

        struct engine ept;

        struct seats spt;

        struct radio rpt;

    };

Making a type definition for user defined types

It is very often convenient to associate a name with a type, so that the programmer can  subsequently declare variables to be of this named type. Type definitions can be made within the main program or within a function. The scope rules are similar to  those for variables. The type definition is introduced by the word typedef. Within a typedef user-chosen identifiers can be equivalenced to type definitions, as in the examples below:

/* Some user defined types */

enum Rainbow {red,orange,yellow,green,blue,indigo,violet};

struct person {

                  int age;

                  char sex;

               };

union car_part {

        struct engine ept;

        struct seats spt;

        struct radio rpt;

    };

/* Various kinds of typedef */

typedef enum Rainbow Spectrum;  /* Spectrum to enum Rainbow */

typedef int WholeNum;           /* WholeNum to int */

typedef struct person Employee; /* Employee to person */

typedef union car_part CARPART;

/* Some variable declarations */

Spectrum S1, S2;
/*Variables S1 and S2 of type Spectrum */

WholeNum D1, D2;
/*Variables D1 and D2 of type WholeNum */

Various conventions for identifying names of types are used. Perhaps the most common is to use upper case identifiers for types, but this is merely a coding standard, not a requirement of C.

An example using structs in a C program

#include <stdio.h>

/* User defined types */

enum deptcode {sales,personnel,packing,engineering};

typedef enum deptcode DEPT;

struct person {

                 int age, salary;

                 DEPT department;

                 char name[12];

                 char address[6][20];

              };

typedef struct person EMPLOYEE;

void read_line(char Str[]) {

    int i = 0;   char next;

    while ((next=getchar())!='\n') {

     Str[i] = next;

     i++;

    }

    Str[i] = 0;    /* Set the null char at the end */

}

void print_employee(EMPLOYEE Emp) {

    int i;

    printf(" %d %d %d\n",Emp.age,Emp.salary,Emp.department);

    printf("%s\n",Emp.name);

    for (i=0;i<=5;i++) printf("%s\n",Emp.address[i]);

}

void main () {

    EMPLOYEE This_Employee;

    int i;

    scanf("%d",&This_Employee.age);

    scanf("%d",&This_Employee.salary);

    scanf("%d\n",&This_Employee.department);

    read_line(This_Employee.name);

    for (i=0; i<=5; i++) read_line(This_Employee.address[i]);

    print_employee(This_Employee);

}

Functions

Functions are used for two purposes in C:

· to cause a pre-defined sequence of statements to be executed.

· to generate a value by some pre-defined algorithm.

It is best not to confuse these two unnecessarily.

We have already seen the format of the special function main. All functions share this format. 

Similarities include:

·  declarations  are of the same general form & in the same place;

·  the actions are specified as a sequence of statements.

Functions are called by giving their name, with parameters in parentheses where required. 

When functions are called the actions associated with them in their declaration are performed.

There is one important difference, however, in functions with a non-void type. A value, of the type associated with that function, is generated by its call. Thus functions calls may be used as expressions. A function call is still a statement. if it returns a value, since an expression may be used as a statement.

_____________________________________________________________________________

Function declarations

A function has the form:


type
identifier ( arg-list )
compound-statement

_____________________________________________________________________________

Arguments to functions

In the declaration of a function it is necessary to define the types of any arguments or parameters which are to be supplied when the function is called. These can be used as variables of the corresponding type within the function, unless they are specified as const values, but start out with the value passed in the call.

The list in a declaration is known as the formal parameters or arguments of the function. 

The list in the call is known as the actual parameters.

Any changes made to the values of parameters within the body of the function have no effect on the values of variables passed as actual parameters. Their values are copied into local variable locations.

The declaration of a function which is going to require parameters (sometimes called arguments) has to list those parameters in the parentheses which follow the function name. Parameter names listed after their associated types is very similar to variable declarations, except that individual parameters are separated by commas not semi-colons. Note also that a separate type specifier must be given for each parameter name.

Generating the value in a function

Within the local actions of a function which returns a value, at least one return statement must be present. It consists of the keyword return followed by an expression of the type that is specified for the function. Reaching a return statement in a function means that the functions's actions are complete, following its call, and the value generated is that given in the return statement.

For functions which do not generate a value, the type specified in the header is void which means that no return statement is required. They optionally use a return with no value given.

_____________________________________________________________________________

Calling a function

A function call may be used to supply a value of its specified type anywhere that such a value is required. The call consists of the identifier for the function, followed by a list of parameters enclosed in parentheses.Each actual parameter given must match that specified in the function declaration and each formal parameter in the declaration must be matched by an actual parameter in the call. Where no parameters are specified in the function declaration, empty parentheses must be typed.

When a function of type void is called it can only be as a statement.

_____________________________________________________________________________

Example

    #include <stdio.h>

    void PrintTwo(int Val1, int Val2) {/* Print 2 ints on a line */

        printf("%d %d \n",Val1,Val2);

    }

    int Larger(int IVal1,int IVal2) {/*Return the larger of 2 ints*/

        if (IVal1>IVal2) return IVal1;

        return IVal2;

    }

    void main() {

        int X;

        X = -100; 

        PrintTwo(X,Larger(X,200));

    }

_____________________________________________________________________________

Function prototypes

In the definitions of C libraries, the header of a function is specified in a form similar to that used in a function declaration. The names of parameters are not needed, however. Such definitions allow us to use functions without seeing their internal workings. The prototypes for the functions above are:


void PrintTwo(int, int);


int Larger(int, int);

If we want to use functions which already exist as linkable object files, we introduce them to our program as below. The compiler assumes that they exist in a library and will be linked in before execution. stdio.h, stdlib.h etc. contain prototypes of standard functions in this form. It is often convenient to build our own libraries of functions which we can re-use in future programs.


extern void PrintTwo(int, int);


extern int Larger(int, int);

Recursion

Recursive definitions are fairly common. We have already seen them in  C, with array declarations, conditional statements and while loops. To see how to handle recursive situations, let us extend our pocket calculator to cope with the recursive possibility of  parenthesised sub-expressions.

First here is a full syntax for arithmetic expressions.

expression


term


expression + term


expression - term

term


factor


term * factor


term / factor

factor


identifier


constant


( expression )

These definitions contain the recursive use of expression within parentheses and we wish to isolate this from the problem of operator precedence, which is implied by the separation into factors and terms each with their own set of operators. Thus below is a simplified syntax for our purposes. This also removes the non-constant definitions of factor.

expression


factor


factor + expression


factor - expression


factor * expression


factor / expression

factor


constant


( expression )

We are left with a problem which is solved by the program below.

Calculator for parentheses using recursion

#include <stdio.h>

float Expression() {

       char Operator, nextc;

       float Answer, NewNumber;

       Answer =0;

       Operator ='+';

       while ((Operator!='=') && (Operator!=')'))

       {

          nextc = getchar();

          if (nextc=='(') NewNumber =Expression(); else {

             ungetc(nextc,stdin);

             scanf("%f",&NewNumber);

          }

          switch (Operator) {

case '+':        Answer += NewNumber; break;

case '-':        Answer -= NewNumber; break;

case '*':        Answer *= NewNumber; break;

case '/':        Answer /= NewNumber; break;

          }    /* switch */

          Operator = getchar();

       }    /* end while loop */

       return Answer;

}    /* end Expression */ 

void main() {

    printf("Final answer is %f\n",Expression());

}

The main program consists of a single statement, which is a call on printf. This has two parameters, the first simply a string constant, the second a call on the real function Expression.

Expression reads in and evaluates an expression. It allows any of the operators in our syntax. It terminates when it finds either a closing parenthesis, `)', or an equals sign, `='.

So long as the expression contains no parentheses, this program operates in the same way as our earlier calculator example. The difference is what it does with such sub-expressions. Note that the syntax only allows a left parenthesis, `(', at the start or after an operator, i.e. in the same place as a constant value. This means that we need to be able to look at the next character, to see if it is a left parenthesis, without necessarily keeping it.

The ungetch() puts back the last character read in. Thus, we can check if it is a `(' and still read it as the first character of a number if it is not. This is very useful, even if the idea used seems rather odd.

Handling sub-expressions

The case where a `(' is found is handled by replacing this character, using ungetc, and then calling Expression. After all, the syntax says that the `(' is always followed by an expression and the function Expression reads the expression which follows and returns its value. It does not matter that we are inside the body of Expression; it can call itself, recursively.

The second call of Expression is started by a `(' and ended by a `)'. It can never find a legal `='; only the first call of Expression can end with that. In fact it will end with the matching `)', even if there is another nested sub-expression inside this one.

To see this, let us examine an example.

The expression (2+3*(3-(2-1))) would result in the following sequence:

"2+3*(3-(2-1))="

Call Expression #1 from scanf in main


0+2=2;


2+3=5; 

Find ( with Operator='*' and Answer=5

"3-(2-1))="

Call Expression #2


0+3=3;

Find ( with Operator='-' and Answer=3;

"2-1))="

Call Expression #3 from Expression #2


0+2=2; 


2-1=1;

Find )

")="

End Expression #3

Return 1 to Expression #2


3-1=2;

Find )

"="

End Expression #2;

Return 2 to Expression #1


5*2=10;

Find =

""

End Expression #1

Return 10 to printf in main

Storage classes

In the examples so far, most of the variables have been declared inside the bodies of functions. This sort of variable is known in C as an automatic variable. C also allows you to specify that a variable is either static, register or external. It is possible to declare variables outside the bodies of functions. Let us consider what these different terms mean.

_____________________________________________________________________________

Automatic variables

A declaration within the body of a function is restricted to use inside that function. This is called its scope or visibility. Such a declaration with no static or external specifier defines an automatic variable. These are created when a function is called and are lost when it finishes its execution. Thus two separate calls to the same function are acting on separate versions of an automatic variable.

This is because whenever a function or any other compound statement is entered, a new block of memory is allocated to hold its automatic variables. These blocks are allocated as a stack of blocks. When the compound statement completes, either by executing a return statement or by reaching the end of its statements, its block is popped off and returned to the pool of available memory.

This has important implications for recursive functions. When a function calls itself, new copies of its automatic variables are created. The values in the block for the older, calling instance of the function are kept safely in a block below the newly created one on the stack. The current instance of the procedure updates its own versions of the variables and, when it finishes, the calling instance resumes with its versions of these variables still set to the values they had before the call.

In the recursive pocket calculator program the variables Operator and Answer retain their values in this way while nested sub-expressions are evaluated by recursive calls.

Parameters passed to functions by value are kept in the block for the function to which they are passed and so are lost at the return from that function.

_____________________________________________________________________________

Statics in functions
It is sometimes useful to be able to declare a variable within a function which keeps its value between calls. Such variables are called statics in C. They can still only be accessed within the function where they are declared (they have local scope), but there is only one version of the variable and all instances of the function refer to it. Statics are, therefore, not kept in the block instance of the function and are not part of the stack used to allocate automatic variables. The keyword static is used at the front of its declaration, e.g.


static int ival1, ival2;


static char str[12];

The important use for statics is to allow a value to be remembered between calls, without allowing it to be accessed by other functions.

Global statics

Any variables declared outside the body of a function are visible to all functions which follow the declaration in that file. They are global in their scope. They are all permanent, since they have no function whose calling leads to their creation and whose termination leads to their deletion. The extra word static is not needed. If you do not use it, however, they become externally visible (see below). This only matters if you are building libraries, but it is best to use the static specifier unless you definitely want the variable to be external.

Only variables which have to remember important shared values should normally be declared in this way, since they can cause confusing name clashes. If a function uses a local variable with the same name as a global, the name refers to the name inside the function. If you forget this and try to access the global variable, the effect may not be what you intended. It is also dangerous  since the value may change unpredictably as far as any one function is concerned. If you need to use global statics use names which are unlikely to be confused with local variables and whose intended use is clear.

_____________________________________________________________________________

External variables

If you declare a variable outside the body of a function, you can allow it to be visible to functions in other files. This is how declarations in libraries are created. The specifier static is omitted to make a variable externally visible.

Inside the file where the external item is to be used, an extern specifier is used to tell the compiler to look outside the current file for the it. This is often provided in a #include file for a library.

_____________________________________________________________________________

Function declarations

The same rules about scope apply to functions. Any function declared in a file can be seen externally if no static specifier is given. Thus, in a library file, it is often useful to hide those functions which are not intended for general use by preceding their declaration with the word static. They become private functions within the library and can only be used by other functions within the library.

Forward declarations

It is sometimes useful to be able to use something in a C program file before its declaration. This is called a forward declaration. It can occur quite often when one function calls another which can then call the first again. This is called mutual recursion. When a forward declaration is used, the function which is used must be externally visible, i.e. global and not static.

#include <stdio.h>

long factorial(long); /* A forward declaration */

void main() {

   int i;

   for (i=0;i<=10;i++) printf("%2d! = %ld\n",i,factorial(i));

}

long factorial(long number) {

   if (number<=1)  return 1;

   return(number*factorial(number-1));

}

__________________________________________________________________________

Example using statics

#include <stdio.h>

int Static_Demo(int Init) {

   static int Hidden;

   if (Init==0) Hidden = Init; else Hidden++;

   if (Hidden<3) return Init;

   return Hidden;

}

void main() {

   printf("%d\n",Static_Demo(0));

   printf("%d\n",Static_Demo(1));

   printf("%d\n",Static_Demo(2));

   printf("%d\n",Static_Demo(3));

   printf("%d\n",Static_Demo(4));

   printf("%d\n",Static_Demo(1));

}

Reference parameters

An alternative way of getting back values from functions is to pass parameters by reference. We have seen that arrays are always passed in this way.

A parameter which is passed by value results in its value being copied into a local (automatic) variable within the called function's block at the point of call. Like all automatic variables this is lost at the end of the function's execution and any changes made to its value within the code of the function are also lost.

Parameters which are passed by reference, however, can be thought of as having their address passed to the called function and so the called function can use this to change the contents of the variable in the calling function. (It clearly doesn't make much sense to try to alter the contents of a constant!)

Arrays are always passed in this way and any reference to them inside the called function is assumed to be an indirect one through the passed address to the original array in the calling function. No special syntax is needed to make this happen.

Other variables, including structs in ANSI C, are passed by value, unless you use some special symbols to force their passing by reference. 

We have already seen that printf requires its parameters to be passed in this way and that we have to use an ampersand (&) in front of the parameter name. The ampersand tells the compiler to pass over the memory address of the variable, not its value.

In the header of the function declaration you must write the description of the parameter as its type followed by an asterix (*) followed by its name. The asterix tells the compiler that a reference or pointer is being passed, not a value of the appropriate type. It needs to know this since the space taken up by a reference address may be different from the space taken up by the value it refers to.

Within the called function, when you want to access the value of a parameter passed by reference you must write the identifier of the parameter preceded by an asterix. If you forget the asterix, the value of the address is used. You will probaly get a compiler warning message as well.


void larger2(int * val1, int val2)


{



if (*val1>val2) *val1=val2;


}

To see the effect of this, consider the output of the following program:

#include <stdio.h>

    void larger2(int * val1, int val2) {

        if (*val1<val2) *val1=val2;

    }

    void print2(int val1, int val2) {

        (void) printf("%d %d\n", val1, val2);

    }

    int larger1(int val1, int val2) {

        if (val1>val2) val1 = val2;

        return val1;

    }

    void main() {

        int I1, I2, I3;

        I1 = 4;

        I2 = 5;

        I3 = larger1(I1, I2);

        print2(I1,I2);

        larger2(&I1,I2);

        print2(I1,I2);

    }

The first print call outputs the unchanged values of I1 and I2, since the assignment to parameter val1 inside larger1 has not changed these variables. The second call will print out 5 5 since I1 was changed inside larger2 after being passed by reference.

Pointers

The use of pointers as reference parameters is clearly very important, but they have a further purpose which changes the manner in which programs can be used drastically. Pointers are also used to allow instances of structures to be created within a heap, by the library functions calloc() and malloc(). In this way dynamic data structures, such as linked lists and trees, can be used in programs.

Variables can be declared to be pointers to items of any type by using the asterix syntax we saw for reference parameters. Note that a pointer to a type can refer to a single variable or to an array of that type. The pointer to an array is also a pointer to the first item of that array. The following are examples.

char * s1:      /* pointer to a char or an array of chars */

char ** sp1;    /* pointer to a pointer of chars 

                   or to an array of pointers to chars etc. */

The declaration of a pointer to a type can be mixed with declarations to variables of that type, since 

the pointer operator, *, is right associative.

int i1, * ip1, i2, *ip2; /* i1 and i2 are int,

                            ip1 and 1p2 are pointer to int */

When using pointers to structs or unions, it is sensible to exploit typedefs to make the program more readable.

struct pr {

      int val1;

      float val2;

   };

struct pr * prp1;

typedef struct pr prs;

prs * prp2;

typedef struct pr * prp;

prp prp3;

prp1, prp2 and prp3 are all pointers to structs of type pr.

A pointer to a certain type can be assigned the address of a variable of the same type by using the address operator (or referencing operator) &.

int i;

int * ip;

ip = & i;   /* ip points at the location of i */

The contents of the variable pointed to by a pointer can be accessed by using the dereferencing operator, *.

*ip = 3;   /* set the value in i to 3, via ip */

printf("%d\n",*ip);   /* print out the value in i, via ip */

Arrays vs pointers

A pointer can refer to an individual item or to an array of items. In fact, an array is just a way of creating both a list of items and a pointer to its first item in one declaration. The array and pointer concepts are more or less completely interchangeable in C.

This means that subscripts can be used with pointers, as if they were arrays held at the address of the pointer. As C does no array bound checking, this is completely unsafe. You may assign the address of a simpleint variable to a pointer to int and than access locations following it as if they belonged to an array of ints.

On the other hand, an array can be used as if it was a pointer. We have seen that arrays are always passed by reference, and this is why. The only difference is that the address of an array cannot be changed by assignment.

_____________________________________________________________________________

Pointer arithmetic

Pointers can be used in arithmetic operations to create new pointer values. Consider the following:

int ia[10], *iap;

iap = ia;   /* iap points at ia[0] */

iap = ia + 2;   /* iap points at ia[2] */

iap++;   /* iap points at the next item, i.e. ia[3] */

At the end of this sequence iap[0] is the same location as ia[3]. Pointer arithmetic works in units of addressing equal in sze to one element of the type being referenced.

It is sometimes claimed that using a pointer to refer to an array allows more efficient for loops to be written, where the loop traverses an array element by element. This is only true if the compiler is not capable of reasonable optimisation.

_____________________________________________________________________________

A note on strings and char*

Since C holds strings in arrays of char terminated with the null character, parameters requiring strings are passed as char *. This means that the contents of a string can be changed in a function to which it is passed.

Many strings in programs are actually literal sequences of characters enclosed in double quotes. These do not occupy space in the runtime memory of the program, at least not modifiable space. Thus it is important not to pass such constant strings to functions where they will be overwritten. To prevent mistakes of this sort, C has the specifier const, which is used to define parameters as const char *. A compiler should check that no assignment is made to such a string. The const applies to the contents, not the pointer itself, which can be modified by assignment or other operations to point elsewhere. In practice it is impossible to check all ways that such a string could be the target of an assignment.

Most string handling library functions use const char * for this reason.

Dynamic memory allocation in C

The real power of pointers comes when they are used in conjunction with a heap manager to allow dynamically sized data structures, such as linked lists and trees. In C there are four standard library functions which allow the heap to be manipulated. The library to be included is stdlib.h.

void * calloc(size_t n, size_t el_size);

Allocates a block of memory big enough to hold n elements each of el_size bytes. The area allocated is set to zero. If successful a pointer to the start of the area is returned, otherwise NULL.

void * malloc(size_t size);

Allocates a block of memory of size bytes. The space is not initialised and may contain any values initially. Again a pointer is returned to the start of the area if successful, otherwise NULL.

void free(void * ptr);

Returns the space pointed to by ptr to be returned to the heap. The heap manager may now reuse this space in a future call of calloc or malloc.

void * realloc(void * ptr, size_t size);

Enlarges the space allocated to ptr to size bytes. If possible this is done by extending the current location, but if necessary moves the current contents to the start of a new, larger area. It returns the address of the final area, which may be different from the original. If it has changed, the old area is now returned to the heap and so all pointers to it must be modified by the calling code. Again NULL is returned if the call fails.

_____________________________________________________________________________

void * pointers

C allows pointers to be declared as of type void *, which means thathey can be pointed at any type of item. This is useful in defining calloc, malloc etc. but is clearly unsafe if widely used in user programs.

Before a void * pointer can be dereferenced, it must be cast to a pointer of known type, using the usual casting operator (  ). C makes no check to ensure that this is done consistently and great care must be taken at this point.

_____________________________________________________________________________

Accessing fields via pointers to structs and unions
When accessing a field of a struct or a union, we have used the dot operator followed by the field's name. When using a pointer, rather than a variable there are two ways of achieving this.

Firstly, the dereferencing operator, *, can be used as before and the dot access applied to the outcome. As dot has a higher precedence than *, parentheses must be used, as follows.


(*ptr).fred

A more convenient notation is supplied by the indirect member access operator, ->. The following is equivalent to the first example:


prt->fred

Building a linked list in C

#include<stdlib.h>

#include<stdio.h>

struct list_el {

   int val;

   struct list_el * next;

};

typedef struct list_el item;

void main() {

   item * curr, * head;

   int i;

   head = NULL;

   for(i=1;i<=10;i++) {

      curr = (item *)malloc(sizeof(item));

      curr->val = i;

      curr->next  = head;

      head = curr;

   }

   curr = head;

   while(curr) {

      printf("%d\n", curr->val);

      curr = curr->next ;

   }

}
Building a binary tree in C

#include<stdlib.h>

#include<stdio.h>

struct tree_el {

   int val;

   struct tree_el * right, * left;

};

typedef struct tree_el node;

void insert(node ** tree, node * item) {

   if(!(*tree)) {

      *tree = item;

      return;

   }

   if(item->val<(*tree)->val)

      insert(&(*tree)->left, item);

   else if(item->val>(*tree)->val)

      insert(&(*tree)->right, item);

}

void printout(node * tree) {

   if(tree->left) printout(tree->left);

   printf("%d\n",tree->val);

   if(tree->right) printout(tree->right);

}

void main() {

   node * curr, * root;

   int i;

   root = NULL;

   for(i=1;i<=10;i++) {

      curr = (node *)malloc(sizeof(node));

      curr->left = curr->right = NULL;

      curr->val = rand();

      insert(&root, curr);

   }

   printout(root);

}
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